Golden Rules for developing TFS client applications
Prefer the TFS Client API over Direct Web Service Access

Use the OM when possible, especially for non-interactive uses

 If interactive, you may want to use tf.exe in some cases as it provides some informative dialogs that aren’t public (at least not in V1).

Check out relevant code samples (Buck has a good set of links @ http://blogs.msdn.com/buckh/archive/2006/08/12/tfs_api_links.aspx)

o        If no code samples seem relevant but this seems like a problem that someone else is likely to have solved, consider asking in the forums

o        By using the forums, external customers can benefit, and others can also help

As an example the TFS version control client object model provides a robust, efficient API that does a good job of exposing the TFS VC web services without a lot of overhead.  

 

The Product Development teams experience has shown that any performance gains realized by directly accessing the web services are outweighed by the benefits of using a feature-rich, tested API.

Prefer Recursive Operations

The TFS version control server works most efficiently when performing recursive operations.  In general when an operation can be performed recursively on a directory, that operation will complete faster and with fewer resources then that same operation on each child item of the folder.

 

For example it is a better practice to delete an entire directory structure in a single operation rather than deleting each item in that directory structure in individual operations.

 

Batch Non-Recursive Operations

Some operations can not be done recursively.  When that happens similar operations should be batched into a single round-trip to the server.  

 

For example instead of deleting 100 files with 100 calls to the Workspace.Delete method build up a collection of 100 paths and call the Workspace.Delete method once.  This reduces the number of round trips to the server and allows the TFS VC application tier to batch the operations on the data tier when possible.

 

While the TFS application tier does not generally impose any hard limits on the number of items that can be in a batch it is a best practice to limit the number of items.  When using batches the recommended batch size is 200 non-recursive items.  If the batch will contain recursive items it is important to consider the effect that the expansion of those recursive items may have when uploaded to the application tier.

 

Request Download URLs Only When Appropriate

When making a call to a VC client method that optionally returns download information, only request it when necessary.  Examples include:

 

VersionControlServer.GetItems

VersionControlServer.GetItem

VersionControlServer.GetChangeset

 

Generating download info is an expensive operation on the server and adds a significant amount of overhead to the call.

Reduce Round Trips

Like the rules on batching and recursive operations it is important to reduce the overall number of round trips you make to the server.  If you can make a single call to query 200 items, that is preferred to making a 200 calls to query the individual items.

 

Be aware of which calls result in a round-trip to the server (see Enable Tracing when Debugging) and ensure that you aren’t making round-trips at unexpected times.

 

A specific example we recently encountered was a piece of code that ended up calling VersionControlServer.GetChangeset(1234, true, true) multiple times because it was not caching the result between calls.  Because full change and download info was being requested this was a very expensive call.  Caching the result of this call ended up saving several minutes per iteration.

*** The one exception to the info above is when the operation trips the 300k-row-response limit, In which case you need to break the operation up.  If you find yourself needing to break up operations, once you have it down to a pseudo code kind of flow definitely loop in the PG via the discussion aliases or the external Forums as potential code reviewers (mainly just for sanity checking the flow of calls, not for code syntax or anything like that) as breaking up operations can be tricky ***
Prefer Server Paths to Local Paths

When a local path is passed to the version control server it must translate that local path into a server path before the operation can complete.  This means identifying the caller’s workspace and loading its mappings, figuring out which mapping is associated with the provided path and then determining the full server path from the mapping.  Done over and over this becomes an expensive practice.

 

This rule is especially true for batched non-recursive operations.

*** The only exception to this may be Get().  Get inherently works on local paths.  Also be aware of that if the server path isn’t given to you by the server (for example, you get the local and server paths back in a PendingChange), think twice before blindly converting local paths to server paths.  You can end up in odd corner cases if the paths have been renamed or the mappings changed without a get having been performed.***
Enable Tracing when Debugging

Enabling tracing allows the user to find out what web methods were called, what the SOAP for the call was, how long the call took and what the SOAP response was.

 

This is useful information when trying to figure out how often round-trips are being made to the server, what the cost of each call is and what parameters are being passed.

 

We recently used this when trying to figure out why a piece of code was not behaving as expected.  Tracing was used to check what SOAP was being generated by the API call and then that was compared to a similar command using the tf.exe command line tool.  By comparing the two I was able to see my mistake.  It would have taken hours longer if I had continued with trial-and-error debugging.

 

Tracing can be enabled by adding the following to your application configuration file:

 


 

Optimize For Success

Don’t waste round-trips to the server checking if an item exists before performing an operation on it.  This is an unreliable pattern (you need to assume it might be deleted before you perform your real operation) so you need to handle failure anyway.

 

Assume the call will succeed, prepare for the case where it doesn’t.  Your overall performance will improve.

