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Abstract
Building statistical models for estimating failure-proneness of systems can help software organizations make early decisions on the quality of their systems. Such early estimates can be used to help inform decisions on testing, refactoring, code inspections, design rework etc. This paper demonstrates the efficacy of building scalable failure-proneness models based on code complexity metrics across the Microsoft Windows operating system code base. We show the ability of such models to estimate failure-proneness and provide feedback on the complexity metrics to help guide refactoring and the design rework effort.
1. Introduction 

Estimating software quality is a major challenge for software development organizations. Having early estimates of software quality helps an organization to focus testing, refactoring, plan design and code inspections, focus on design rework and to get an overall pulse on the stability of the system. Such estimates can be based on in-process metrics like churn which measures the evolution of the system and product metrics like code complexity, static analysis defects etc. 
In this paper we will discuss the use of static code complexity metrics as early indicators of code quality. The IEEE standard [11] defines complexity as the degree to which a system or component has a design or implementation that is difficult to understand and verify. The term complexity can also pertain to any set of structure-based metrics that measure the attribute defined earlier.

We extract object-oriented (OO) and non-OO code metrics from Windows binaries and map the metrics to post-release failures in the field. We collect such data for two versions, version n and n-1. Using the mapped data from version n-1 we build logistic regression models to estimate the failure-proneness of binaries in version n. We define failure-proneness as the probability that a particular software element will fail in operation.  The higher the failure-proneness of the software, the lower the reliability and the quality of the software produced, and vice-versa. In order to evaluate the sensitivity of our failure-proneness estimates we run a statistical correlation between the estimated failure-proneness and the actual field failures for version n. The results are positive and statistically significant indicating that with an increase in the estimated failure-proneness there is an increase in the actual failures and vice-versa. 
The paper is organized as follows. Section 2 describes the related background work. Section 3 explains our case study. Section 4 presents the OO and non-OO metrics collected from the Windows binaries. Section 5 presents the case study results and Section 6 the threats to validity. Section 7 discusses the conclusions and future work. 
2. Background work

Since there is virtually an infinite number of possible software metrics, developers must have some criteria for choosing which metrics to apply for a particular project. Ideally, a metric should possess the following characteristics [15]:

· Simple.  The definition and use of the metric is simple;

· Objective. If different people perform the measurement, they will give similar values.  Objective metrics allow for consistency and prevents individual bias;

· Easily collected.  The cost and effort to obtain the measure is reasonable;

· Robust.  The metric is insensitive to irrelevant changes, allowing for useful comparison; and

· Valid. A valid metric measures what it is supposed to measure, promoting trustworthiness of the measure.

Some of the prior work on complexity metrics from a quality perspective are discussed below. 

Structure metrics take into account the interactions between modules in a product or system and quantify such interactions. The information-flow metric defined by Henry and Kafura [10], uses fan-in (a count of the number of modules that call a given module) and fan-out (a count of the number of modules that are called by a given module) to calculate a complexity metric, Cp = (fan-in * fan-out)2. Components with a large fan-in and large fan-out may indicate poor design. Such modules have to be decomposed correctly. 

From an OO perspective several groups have studied metrics such as those in the CK O-O metric suite [6], that have been used to evaluate and predict fault-proneness [2, 4, 5].   These metrics can be a useful early internal indicator of externally-visible product quality [2, 16, 17]. The CK metric suite consist of six metrics: weighted methods per class (WMC), coupling between objects (CBO), depth of inheritance (DIT), number of children (NOC), response for a class (RFC) and lack of cohesion among methods (LCOM). 

Basili et al. [2] studied the fault-proneness in software programs using eight student projects. They observed that the WMC, CBO, DIT, NOC and RFC were correlated with defects while the LCOM was not correlated with defects. Further, Briand et al. [5] performed an industrial case study and observed the CBO, RFC, and  LCOM to be associated with the fault-proneness of a class. A similar study done by Briand [4] et al. on eight student projects showed that classes with a higher WMC, CBO, DIT and RFC were more fault-prone while classes with more children (NOC) were less fault-prone. Tang et al. [17] studied three real time systems for testing and maintenance defects. Higher WMC and RFC were found to be associated with fault-proneness. El Emam et al. [9] studied the effect of class size on fault-proneness by using a large telecommunications application. Class size was found to confound the effect of all the metrics on fault-proneness. 
To summarize, there is a growing body of empirical evidence that supports the theoretical validity of the use of these internal complexity metrics [2, 4] as predictors of software quality. The consistency of these findings varies with the programming language [16].  Therefore, the metrics are still open to criticism. [7]. Related to this we have investigated if metrics can be used as early indicators of code quality, across five different projects [14] at Microsoft. We observed that the code complexity metrics can be used as statistically significant early indicators of code quality.
3. Case study description
For our case study we use two versions of the Windows operating system, Windows XP-SP1 (Service pack 1) and Windows Server 2003. The overall code base of the analyzed Windows XP-SP1 system was 6.1 MLOC (Million lines of code) and Windows Server 2003 was around 11.5 MLOC. All the data is mapped back to the binary level. Figure 1 shows the time line for the data collection. 
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Figure 1: Time line for data collection
The post-release failures were collected for both the systems for a period of six months. We measure failures as defined by the IEEE standard as the inability of a system or component to perform its required functions within specified performance requirements. This definition restricts failure to an externally visible anomaly, and excludes coding faults in the development process and defects that put an element of the program or the system into an erroneous state that does not lead to a visible failure [1]. Thus all the failures we measured are only the post-release fixes to code base. The code complexity metrics are all collected for the released version of the operating system.

4. Metrics collected
In this section we describe the common metrics that were collected for both OO and non-OO code bases and the individual OO and non-OO metrics. Section 4.1 explains the metrics collected for the non-OO code and Section 4.2 for OO code. For each of these metrics we collect the maximum value per binary and the total value over the complete binary, thereby making up two measures for each metric.
Paths: Counts the number of paths for a given unit.
Lines: Executable non-commented lines of code 

Cyclomatic Complexity: The Cyclomatic complexity metric [13] measures the number of linearly-independent paths through a program unit.
Global variables: Total global variables in the binary.
4.1 Non-OO code metrics

Parameters: Number of parameters taken by a function. E.g: void Foo( int a, int b); will return two parameters.
ReadCoupling: Indicates the number of global variables read by a function and thus coupled to the global variable through read. E.g,

int globalVar = 1;

void Foo( int * j )

{


if ( j )


{



*j = 10*globalVar;


}

}
WriteCoupling: Indicates the number of global variables written by a function and thus coupled to the global variable through write. E.g:
int globalVar = 1;

void Foo( )

{


globalVar = 2;

}
AddressCoupling: Indicates the global variables whose address is taken by a function and is not read/write coupling. The function is coupled to the global variable as it takes the address of the variable. E.g.

struct globalStruct

{


int a;


int b;

} coupledStruct;

void FooBar( struct globalStruct &coupledStruct )

{


//


// access global struct


//

}
ProcCoupling: Procedure coupling is calculated using global variables. If a global variable is set in FunctionA( ) and is modified in FunctionB( ) and FunctionC( ) – a coupling value of two is shown for FunctionA( ).
FanIn: FanIn is the number of other functions calling a given function in a module.
FanOut: FanOut is the number of other functions being called from a given function in a module.
4.2 OO code metrics

Methods: Number of methods in a class including public, private and protected methods.
Inheritance Depth: Inheritance depth is the maximum depth of inheritance for a given class. 
Coupling: This signifies coupling to other classes through (a) class member variables (b) function parameters. (c) classes defined locally in class member function bodies. (d) Coupling through immediate base classes. (e) Coupling through return type. 
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Figure 2: Building specific OO and non-OO models for estimating Windows Server 2003 failure-proneness

Sub Classes: This metric indicates the number of classes directly inheriting from a given parent class in a module. 
5. Case study results
To evaluate the efficacy of using code complexity metrics to predict failure-proneness we build specific models for OO and non-OO binaries using the individual metrics. Figure 2 shows the overall idea behind our OO and non-OO statistical models. 

In terms of identifying failure prone binaries in Windows Server 2003 we employ a logistic regression technique. Logistic regression can be used to classify programs as failure prone or not. Failure-proneness is a probability measure (varying between 0 and 1). The higher the failure-proneness, the higher the probability of experiencing a post-release failure. The general form of a logistic regression equation is given in Equation 1.

Probability (p) = e (c+a1X1+a2X2+…)                                          … (1)
                            1 + e (c+a1X1+a2X2+…)
                                    

where a1,a2 are the regression predicted constants and the X1,X2…are the independent variables used for building the logistic regression mode. The logistic regression equation is built using the Windows XP-SP1 OO and non-OO data and evaluated against the Windows Server 2003 data. One difficulty associated with using the complexity metrics directly in the   logistic regression technique is the problem of multicollinearity among the metrics that can lead to inflated variance in the estimation of failures/failure-proneness.  One approach that has been used to overcome this difficulty is Principal Component Analysis (PCA) [12]. With PCA, a smaller number of uncorrelated linear combinations of metrics that account for as much sample variance as possible are selected for use in regression (linear or logistic).  
Table 1 shows the number of generated principal components and the total variance explained by the generated principal components for the OO and non-OO models. We select a stopping rule for selection of principal components in the building of our statistical models that accounts for greater than 95% of the total cumulative variance [8] . For the non-OO model the factors (in decreasing order of significance) that contributed to the generation of the principal components were total lines, total cyclomatic complexity, total fan-out, total fan-in, total parameters, total address taken coupling and total read coupling. For the OO model, the total class methods, total class coupling, total cyclomatic complexity, total inheritance depth, and total lines were major factors in generating the principal components. 
Table 1: Generated principal components
	Model
	Number of principal components
	Total variance accounted by principal components

	Non-OO
	9
	95.67%

	OO
	9
	95.23%


Based on the Windows XP-SP1 data used to build the logistic regression equation we obtain the estimated probability of failure as shown in Equation 1 for Windows Server 2003 binaries. We then compare the estimated probability of the binary with the actual failures in the field. In order to numerically quantify this relationship and evaluate the sensitivity of our failure-proneness prediction we perform a statistical correlation between the estimated probabilities of failures with the actual failures for Windows Server 2003.  The results of this correlation are shown in Table 2.

Table 2: Correlation results between estimated probability (failure) and actual failures

	Model
	Correlation type
	Correlation coefficient (sig)

	Non-OO
	Pearson
	0.512 (p<0.0005)

	
	Spearman
	0.421 (p<0.0005)

	OO
	Pearson
	0.485 (p<0.0005)

	
	Spearman
	0.345 (p<0.0005)


From the results in Table 2 the Pearson and Spearman correlation coefficients are positive and statistically significant. The sensitivity of correlations indicates that with an increase in the estimated failure-proneness there is a statistically significant increase in the actual failures. These results show that based on using code complexity measures, obtaining a estimated probability measure will help us flag failure-prone binaries early in the development process and allow us to focus our testing resources of such failure-prone binaries. Further, using code complexity metrics provides feedback on identifying binaries to help guide refactoring and design rework effort. 
6. Threats to Validity

As stated by Basili et al., drawing general conclusions from empirical studies in software engineering is difficult because any process depends on a potentially large number of relevant context variables. For this reason, we cannot assume a priori that the results of a study generalize beyond the specific environment in which it was conducted [3]. This analysis was performed for the Windows operating system family. It is likely that different models need to be built for different systems even say within Microsoft. A model built for one system will not likely be applicable for another. 
The analysis was performed as a post-mortem operation, i.e., we knew the actual failures for all the Windows Server 2003 data points. It is difficult to gauge what would have happened if developers had used the feedback to rework/test more on areas with higher failure-proneness. We intend to address this issue in our future work by incorporating our methodology into the development of the next generation of Windows operating systems.
7. Conclusions and future work

It is generally beneficial to obtain early estimates of software quality to help inform decisions on testing, code inspections, design rework, etc. In this paper we have shown that simple statistical models derived from code complexity metrics can be used as early indicators of code quality, even for large systems like Windows . Such code complexity measures are easy to collect and cheap to compute over the overall life cycle of the product. Further, this study is one of the largest empirical evaluations of commercial software systems in terms of size, customer usage and economic value.

In the future, we plan to automate the process of collecting these code complexity metrics and enable developers to run the tools on their desktop. We also intend to integrate various other in-process and product metrics such as code churn, code coverage, and architectural dependences in order to identify the best set of predictors for estimating software quality. We are also building and evaluating these statistical models for Windows Vista, Microsoft’s next generation operating system.

Acknowledgements

We would like to thank Patrick Sheahan of Microsoft Corporation for his feedback on an earlier version of this document and the anyonymous referres for their valuable comments. We would also like to thank the Windows teams for their support of this work.
References
[1]
"IEEE Std 982.2-1988 IEEE guide for the use of IEEE standard dictionary of measures to produce reliable software," 1988.

[2]
V. R. Basili, L. C. Briand, and W. L. Melo, "A Validation of Object Orient Design Metrics as Quality Indicators", IEEE Transactions on Software Engineering,  22(10), pp. 751-761, 1996.

[3]
V. R. Basili, F. Shull, and F. Lanubile, "Building Knowledge Through Families of Experiments", IEEE Transactions on Software Engineering,  25(4), pp. 456 - 473, 1999.

[4]
L. C. Briand, Wuest, J., Daly, J.W., Porter, D.V., "Exploring the Relationship between Design Measures and Software Quality in Object Oriented Systems", Journal of Systems and Software,  51(3), pp. 245-273, 2000.

[5]
L. C. Briand, Wuest, J., Ikonomovski, S., Lounis, H., "Investigating quality factors in object-oriented designs: an industrial case study",  Proceedings  of International Conference on Software Engineering, pp. 345-354, 1999.

[6]
S. R. Chidamber, Kemerer, C.F., "A Metrics Suite for Object Oriented Design", IEEE Transactions on Software Engineering,  20(6), pp. 476-493, 1994.

[7]
N. I. Churcher and M. J. Shepperd, "Comments on 'A Metrics Suite for Object-Oriented Design'", IEEE Transactions on Software Engineering,  21(3), pp. 263-5, 1995.

[8]
G. Denaro, Pezze., M, "An empirical evaluation of fault-proneness models",  Proceedings  of International Conference on Software Engineering, pp. 241-251, 2002.

[9]
K. El Emam, Benlarbi, S., Goel, N., Rai, S.N., "The Confounding Effect of Class Size on the Validity of Object-Oriented Metrics", IEEE Transactions on Software Engineering,  Vol. 27(pp. 630 - 650, 2001.

[10]
S. M. Henry, Kafura, D., "Software Structure Metrics based on Information Flow", IEEE Transactions on Software Engineering,  7(5), pp. 510-518, 1981.

[11]
IEEE, "IEEE Standard 610.12-1990, IEEE Standard Glossary of Software Engineering Terminology," 1990.

[12]
E. J. Jackson, A Users Guide to Principal Components. Hoboken, NJ: John Wiley & Sons Inc., 2003.

[13]
T. J. McCabe, "A Complexity Measure", IEEE Transactions on Software Engineering,  2(4), pp. 308-320, 1976.

[14]
N. Nagappan, Ball, T., Zeller, A., "Mining metrics to predict component failures",  Proceedings  of International Conference on Software Engineering, pp. 452-461, 2006.

[15]
W. W. Peng, Wallace, D. R., Software Error Analysis. Summit, NJ: Silicon Press, 1994.

[16]
R. Subramanyam, Krishnan, M.S., "Empirical Analysis of CK Metrics for Object-Oriented Design Complexity: Implications for Software Defects", IEEE Transactions on Software Engineering,  Vol. 29(4), pp. 297 - 310, 2003.

[17]
M.-H. Tang, Kao, M-H., Chen, M-H., "An empirical study on object-oriented metrics",  Proceedings  of Sixth International Software Metrics Symposium, pp. 242-249, 1999.



Collect static code complexity metrics 





Windows XP-SP1 release 





Estimated failure-proneness for Windows Server 2003 non-OO data








Predict failure-proneness and compare with actual failures.





Windows Server 2003 release





Estimated failure-proneness for Windows Server 2003 non-OO data





Windows Server 2003





Windows XP – SP1





6 months to collect failures





Stat. model using XP-SP1 non-OO data








Time





Software





Stat. model using XP-SP1 OO data





Windows XP-SP1 data





Windows Server 2003 data





Evaluate estimated failure-proneness with actual failures








