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Why Parallel Query Execution?

ÅImproves response time for big queries

ÅCompletely transparent to the end user

ÅAppropriate for data warehouse workloads
(small numbers of big queries)

ÅParallelism is not free
ïAdds overhead to query execution

ïMay reduce overall server throughput

ÅInappropriate for OLTP workloads
(large numbers of small queries)



Scalability Terminology

Perfect linear scalability:

Å2x CPUs = ½ Response Time

Å2x Data + 2x CPUs = Same Response Time

Data Size # CPUs Response Time

SpeedUp Same Data More CPUs Reduced RT

Scale Up More Data More CPUs Same RT



Basics of Parallel Query Execution

1. Horizontally partition input data

2. Distribute partitions among CPUs

3. Simultaneously perform the same operation
on each partition

ά{ƛƴƎƭŜ LƴǎǘǊǳŎǘƛƻƴ aǳƭǘƛǇƭŜ 5ŀǘŀέ

Advantages:

Å Excellent scalability: threads operate independently

Å Easy to adjust the degree of parallelism (DOP)



Parallelism Example
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NOTPipeline Parallelism

ÅParallelism limited by the number of operators

ÅOperators are dependent on one another

ÅDoes not scale well

Thread 2

Hash 
Aggregate

Thread 1

Scan



Choosing a Parallel Plan

ÅMust be running on a multi-processor system

ÅOptimizer makes a cost based decision 
whether to generate a parallel plan

ConfigurationOption Setting

affinity mask Must enable morethan one processor

maxdegree of parallelism Must be greaterthan one
(or overriddenby MAXDOP query hint)

cost thresholdfor parallelism Query cost must exceed threshold (seconds)

max worker threads Must have enough threads to run query



Degree of Parallelism (DOP)

ÅThe number of threads per operator
NOT the total number of threads

ÅTotal number of threads may exceed DOP

ÅOptimizer estimates DOP for costing

ÅActual DOP selected at query startup



Choosing the Degree of Parallelism

Processors

ωNumber of physical processors

ω[ƛƳƛǘŜŘ ōȅ άŀŦŦƛƴƛǘȅ Ƴŀǎƪέ ŎƻƴŦƛƎǳǊŀǘƛƻƴ ƻǇǘƛƻƴ

MAXDOP

ωMAXDOP query hint

ωάƳŀȄ ŘŜƎǊŜŜ ƻŦ ǇŀǊŀƭƭŜƭƛǎƳέ ŎƻƴŦƛƎǳǊŀǘƛƻƴ ƻǇǘƛƻƴ

Threads

ωάƳŀȄ ǿƻǊƪŜǊ ǘƘǊŜŀŘǎέ ŎƻƴŦƛƎǳǊŀǘƛƻƴ ƻǇǘƛƻƴ

ωReduce DOP (or run serially) if insufficient threads available



CPU Utilization

ÅSQL 2000:

ï!ƴȅ ǘƘǊŜŀŘ Ǌǳƴǎ ƻƴ ŀƴȅ /t¦Σ ŀƴŘ Χ

ï¢ƘŜǊŜ Ƴŀȅ ōŜ ƳƻǊŜ ǘƘǊŜŀŘǎ ǘƘŀƴ 5htΣ ǎƻ Χ

ïReducing DOP may not reduce CPU usage

ÅSQL 2005:

ïІ ƻŦ ǎŎƘŜŘǳƭŜǊǎ ǇŜǊ ǉǳŜǊȅ ƭƛƳƛǘŜŘ ǘƻ 5htΣ ǎƻ Χ

ïvǳŜǊȅ ƴŜǾŜǊ ǳǎŜǎ ƳƻǊŜ ǘƘŀƴ 5ht /t¦ǎΣ ŀƴŘ Χ

ïReducing DOP does reduce CPU usage



The Parallelism Operator

Åaka Exchange

ÅMoves (packets of) rows between threads

ÅReally two operators: producer and consumer

ÅProducer and consumer execute independently:

ïProducers push data to consumers

ïConsumers may have to wait for data from producers

ïFlow control keeps producers from getting too far 
ahead of consumers



Producer Thread 1

Producer Thread 2

The Parallelism Operator

Consumer Thread 1

Consumer Thread 2



Types of Parallelism Operators

Type # Producer Threads # Consumer Threads

Gather Streams >1 (DOP) 1

Repartition Streams > 1 (DOP) >1 (DOP)

Distribute Streams 1 >1 (DOP)

Gather Streams Repartition Streams Distribute Streams



Types of Parallelism Operators

Partitioning Type Description

Broadcast Send all rows to all consumers.

Hash Determinewhere to send each row by evaluating a hash function 
on one or more columns in the row.

Round Robin Send each packet of rows to the next consumer in sequence.

Demand Send the next row to the next consumer that asks.
Used bypartitioned tables only.  Pull based data flow!

Range Determinewhere to send each row by evaluating a range function 
on one column in the row.  Used by index builds and stats queries.

Routing of rows between producersand consumers



Types of Parallelism Operators

Order preserving (aka merging) exchange

7531

8642

Non-order preserving (aka non-merging) exchange

87654321

86427531

7531

8642



Parallel Query Plan Examples



Parallel Scan

ÅMost operators are unaware of parallelism;
Parallel scan is an exception

ÅThreads work together to scan entire table

ÅServer dynamically assigns pages or rows to threads

ÅAutomatically adjusts to the number of threads

ÅAutomatically adjusts for skew or load imbalances

Thread 1 Thread 2 Thread 3 Thread 4



Parallel Nested LoopsJoin

ÅDistribute outer rows to any inner thread:
ïGenerally no exchange needed (e.g., parallel scan)
ïOccasionally need a round-robin exchange

ÅInner side (almost) always runs serially and
processes a single outer row at a time

SELECT * FROM T1 JOIN T2 ON T1.B = T2.A WHERE T1.A < 100Parallel Scan

100 Serial Scans

100 Rows
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Inner Side Parallelism

ÅNormally, the inner side of a nested loops join runs serially
ÅException:
ïSingle outer row and no correlated parameters
ïMay in some rare cases yield parallelism on the inner side

of a nested loops join

SELECT * FROM T1 JOIN T2 ON T1.A = T2.B WHERE T2.A = 0

Broadcast Partition
One Row!

Parallel Scan!

Parallel Join
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Inner Side Parallelism

IF EXISTS (SELECT * FROM T1 WHERE T1.A = 0)
PRINT 'Hello World!'

One Row!

Exchange and Parallel Scan!

Serial Join



Parallel Hash Join

ÅHash build and probe rows that may join
to the same HJ instance

ÅMerge join uses same approach

SELECT * FROM T1 JOIN T2 ON T1.A = T2.B

Parallel ScanHash Partition


