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ABSTRACT
In this paper, we present a new algorithm for tracking the
flow of values through a program. Our algorithm represents
a substantial improvement over the state of the art. Pre-
viously described value flow analyses that are control-flow
sensitive do not scale well, nor do they eliminate value flow
information from infeasible execution paths (i.e., they are
path-insensitive). Our algorithm scales to large programs,
and it is path-sensitive.

The efficiency of our algorithm arises from three insights:
The value flow problem can be “bit-vectorized” by tracking
the flow of one value at a time; dataflow facts from different
execution paths with the same value flow information can be
merged; and information about complex aliasing that affects
value flow can be plugged in from a different analysis.

We have incorporated our analysis in ESP, a software val-
idation tool. We have used ESP to validate the Windows
operating system kernel (a million lines of code) against
an important security property. This experience suggests
that our algorithm scales to large programs, and is accurate
enough to trace the flow of values in real code.

Categories and Subject Descriptors
D.2.4 [Software Engineering]: Software/Program Verifi-
cation; D.2.5 [Software Engineering]: Testing and De-
bugging

General Terms
Algorithms, Reliability, Verification

Keywords
Value flow, alias analysis, path-sensitive analysis

1. INTRODUCTION
Value flow analysis has been studied under many different

names in many different areas. For example, the dataflow
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analysis community has studied value flow analysis as reach-
ing definitions [24, 5], the functional programming commu-
nity has studied it as flow analysis and closure analysis [22,
29], and the symbolic evaluation community has studied it
as strongest post-conditions [16].

Regardless of name or area, value flow analysis answers
the following question: Which memory locations hold a
given value of interest [at a given program point [along a
given execution path]]? Values of interest are generally sym-
bolic; for instance, we may be interested in tracing the flow
of an untrusted value passed in as an argument to a func-
tion in a trusted codebase. We refer to the set of memory
locations that hold a value as its “value alias set”.

In recent years, software validation tools based on inter-
procedural value flow analysis have come of age [4, 10, 15].
These tools use exhaustive analysis to find all potential er-
rors of a given kind in a program. They use value flow
analysis to determine whether a given statement operates
on a given value of interest. For instance, in a given pro-
gram, does the function call Lock(p→mLock) operate on the
lock object that was created by a preceding function call l
= NewLock()? If not, the program may contain a locking
error. The answer depends on whether p→mLock is in the
value alias set of l.

The difficult problem that limits the adoption of software
validation tools is that there is no known algorithm for value
flow analysis that is both accurate enough for use in these
tools, and scalable enough to run on large programs. In
this paper, we present such an algorithm. Our algorithm is
scalable, and it is path-sensitive, in that it eliminates value
flow information from infeasible execution paths.

Our algorithm is based on three different insights, each
of which allows us to reuse results from previous work in
a new context. The technical merit of this paper lies in
the adaptation and combination of these ideas to produce a
useful result.

The first insight is that value flow analysis is a separa-
ble dataflow problem [24] even in the presence of memory
aliasing, if we factor out the computation of memory aliases
from the value flow analysis. It is well known that sepa-
rable dataflow problems can be bit-vectorized, resulting in
analyses with a much smaller memory footprint for each sub-
problem [23]. We can therefore compute value alias sets for
one value of interest at a time.

The second insight is that for a given value of interest,
most branches in a program do not impact its value alias set,
even though they affect the concrete execution state of the
program. Therefore, we can use the selective merging tech-
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nique described in [10] to design a scalable path-sensitive
analysis that tracks only relevant branches.

Our “value flow simulation” algorithm identifies relevant
branches as follows: We symbolically evaluate the program,
generating symbolic states that include both the execution
state and the value alias set. At merge points in the con-
trol flow graph, if two symbolic states have the same value
alias set, we produce a single symbolic state by merging
their execution states. Otherwise, we process the symbolic
states separately. This approach avoids the cost of full path-
sensitive analysis, yet captures relevant correlations.

The third insight is that when computing value alias sets
in programs with memory aliasing, we can use compact
placeholders to represent memory aliases instead of repre-
senting all memory aliases explicitly in the value alias sets.
This implicit representation of value alias sets allows us to
combine precise value flow analysis with well-known scalable
memory alias analyses [9, 18, 11], even when the imprecision
of scalable analyses may lead to very large alias sets.

The motivation for our work is to enable software vali-
dation tools. More generally, many important analyses are
instances of value flow analysis. For instance, call graph
construction involves tracking the flow of function names
to indirect call sites, and memory alias analysis itself in-
volves tracking the flow of memory addresses to dereference
operations. Value flow simulation provides a scalable, path-
sensitive method for solving these and other problems.

In this paper, we make the following contributions:

• We present value flow simulation, a new framework
for inter-procedural, context-sensitive, path-sensitive
value flow analysis. The framework can be instantiated
by fixing the choice of transfer functions for value alias
sets and symbolic execution states.

• We introduce the notion of a value alias set, and pro-
vide a transfer function on these sets. Value alias sets
allow a client analysis to perform strong updates even
in the presence of memory aliasing. We show how in-
formation from an off-the-shelf memory alias analysis
can be used to conservatively and efficiently update
value alias sets.

• We use value flow simulation in ESP, a software vali-
dation tool for C code. Our experience using ESP to
validate the Windows operating system kernel against
an important security property suggests that:

– Value flow simulation is scalable. ESP is able
to trace the flow of user input values through a
million lines of kernel code.

– Value flow simulation is accurate. Of the roughly
500 input values tracked by ESP, it fails to ac-
curately track the flow (leading to false error re-
ports) of 30 values, a failure rate of 6%.

The rest of this paper is organized as follows: In Section
2, we provide motivating examples for our approach. In
Section 3, we present inter-procedural value flow simulation.
In Section 4, we present a series of transfer functions on value
alias sets. In Section 5, we describe our experiment on the
Windows kernel. We summarize related work in Section 6,
and conclude in Section 7.

2. EXAMPLES
In this section, we use examples to explain value alias sets

and value flow simulation, and to demonstrate how they
improve upon previous work.

2.1 Value alias sets
Consider the snippet of (simplified) code from an operat-

ing system kernel shown in Figure 1 (a). Suppose we are
interested in enforcing the property that kernel functions
should only release locks that have previously been acquired.

For the example program, the analysis would need to
check that on every path where the lock created at line k

is released, it was previously acquired. The analysis must
be able to update the state of the lock to “acquired” after
line l. The problem is that the call on line l operates on
a pointer expression that refers to an unknown memory lo-
cation. In previous approaches, either the analysis involves
an expensive shape/heap analysis [22, 27], or the analysis
is forced to perform a weak update, meaning that the lock
may or may not have been acquired. This would lead to a
false error report at the call to UnLock. We would like an
analysis that can perform a strong update even if the call
operates on an arbitrary pointer expression, without relying
on expensive shape analysis.1

Our solution is to introduce the notion of a value alias set.
Intuitively, the value alias set for a given value of interest
includes those expressions in the program that evaluate to
the given value at a particular point. For instance, at line
l in the example, the value alias set for the lock created at
line k is {p→mLock}. This means that regardless of which
memory location p→mLock refers to, the value held by that
memory location is the value created at line k. As a result,
we can perform a strong update on the state of the lock at
line l.

In Section 4, we formally define value alias sets and pro-
vide a transfer function for value alias sets.

2.2 Value flow simulation
Consider the code shown in Figure 1 (b). Suppose we are

interested in enforcing the property that the kernel should
not dereference NULL pointers passed in from user code.

For the example program, the analysis would need to
track the flow of the values passed in through pointer pa-
rameters o and p to dereference operations in the code of
KernelEntryPoint. The analysis must track the correlation
that q holds the value of user pointer o only if o �= NULL. In
other words, the analysis must be path-sensitive. Previous
approaches for path-sensitive value flow analysis [5, 4] do
not scale to large programs.

As mentioned in Section 1, we can bit-vectorize the prob-
lem by tracking the value flow of parameters o and p in-
dependently. This bit-vectorization leads to two orthogonal
improvements in scalability: First, the size of the dataflow
facts is reduced. We need to compute and store value alias
sets for only one parameter at a time. Second, fewer branches
in the code are relevant. In the example, the second branch
is irrelevant to the value flow of parameter o, while the first
branch is irrelevant to the value flow of parameter p.

Example 1. Consider an analysis that tracks the value

1Recent work by Aiken et al [2] allows for strong updates
without shape analysis, when the aliasing relationships in
the code satisfy certain constraints (see Section 6).
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(a) void Process() {

k: p->mLock = NewLock();

l: Lock(p->mLock);

...

UnLock(p->mLock);

}

(b) void KernelEntryPoint(int *o, int *p) {

if (o != NULL)

q = o;

else

q = malloc();

if (p != NULL)

r = p;

else

r = malloc();

m: *q = data1;

*r = data2;

}

Figure 1: Code snippets from an OS kernel.

flow of parameter o by computing symbolic states, as de-
scribed in Section 1. The possible symbolic states at line
m inferred by three possible analyses are described below.
Each symbolic state includes the value alias set, and a sim-
ulation state. Value alias sets have two components: the
“Must” set (shown as {}) includes expressions that defi-
nitely evaluate to the tracked value, while the “May” set
(shown as {}?) includes expressions that possibly evaluate
to the tracked value.2

Full path-sensitive analysis. There are four feasible
paths to line m, resulting in the states:

[{o}{o}?, o = NULL, q = new, p = NULL, r = new]
[{o}{o}?, o = NULL, q = new, p �= NULL, r = p]
[{o, q}{o, q}?, o �= NULL, q = o, p = NULL, r = new]
[{o, q}{o, q}?, o �= NULL, q = o, p �= NULL, r = p]

These states capture the correlation that variable q is in
the value alias set, meaning that the statement at line m

dereferences parameter o, iff o �= NULL, so there is no error.
Standard dataflow analysis. Symbolic states are merged

at join points in the CFG. Therefore, the single symbolic
state at line m is [{o}{o, q}?,�]3. This state allows the anal-
ysis to consider the possibility that o = NULL and q is in the
value alias set, leading to a false error report at line m.
Value flow simulation. The symbolic states from the

two legs of the first branch have different value alias sets,
and are therefore not merged. The second branch does not
affect the value alias sets of parameter o. Therefore, the four
symbolic states arising from the second branch are merged
into two states at m:

[{o}{o}?, o = NULL, q = new]
[{o, q}{o, q}?, o �= NULL, q = o]

These states capture the desired correlation, but drop the
irrelevant correlation from the second branch. ✷

2By definition, Must(va) ⊆ May(va).
3� represents all possible execution states.

3. VALUE FLOW SIMULATION
In this section, we present value flow simulation, an al-

gorithm for inter-procedural, context-sensitive, and path-
sensitive value flow analysis. Value flow simulation is based
on the “property simulation” algorithm previously described
in depth in [10]. The key difference is that property sim-
ulation propagates abstract finite state machine states as
its dataflow facts, whereas value flow simulation propagates
value alias sets. We refer the reader to either [10] or [13] for
further details on the two algorithms, including termination
and complexity arguments.

Here, we provide pseduocode for the full inter-procedural
version of value flow simulation, and we provide an overview
of the two key ingredients of the algorithm: selective merg-
ing of symbolic states, and efficient handling of procedure
calls.

3.1 A simple imperative language
Value flow simulation operates on the supergraph [26] of a

program. The supergraph includes a standard CFG for ev-
ery procedure, and edges representing inter-procedural con-
trol flow. The supergraph contains the following kinds of
nodes and edges:

Compute: Assignment statements, single successor
Branch: Conditional branch, True/False successors
Call: “Parameterless” procedure call

Successor: Entry node of callee
Entry: Procedure entry, single successor
Exit: Procedure exit

Successors: CallReturn nodes of callers
CallReturn: Return from procedure call

We assume that all indirect calls have been replaced with
direct calls using some form of call graph analysis [25], and
that procedure calls have been simplified to parameterless
calls (c.f. [21]). For example, a call foo(x+y,z*2) to func-
tion foo(int a, int b) is replaced with:
t1 := x+y; t2 := z*2; a := t1; b := t2; foo()

3.2 Domains
We use appropriately named accessor functions to extract
edge information from CFG nodes and vice versa.

The algorithm references the following domains:

N CFG nodes
F Functions
S Simulation states
VA Value alias sets
C = N × VA × VA Analysis coordinates

Transfer functions that lookup the expression associated with
a CFG node and compute new information are prefixed by
M. Functions subscripted by va and s apply to value alias
sets and simulation states, respectively. Into functions map
information from callers to callees, Out functions map infor-
mation from callees to callers, and Over functions preserve
information at call sites that cannot be modified by callees.

3.3 Overview
The pseudo code for value flow simulation (VFS) is given

in Figure 2. Given a variable t and a program point n at
which t is assigned the tracked value (we refer to n as the
“creation point”), the algorithm computes value alias sets
for the value produced at n, at all program points.
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global
1 Worklist : 2C

2 Info : C → S
3 Summary : (F × VA) → 2C

procedure Solve(Global G = [N, E, F ] Value = [t, n])
begin

4 start := (entry(fn(n)), ⊥,⊥)
5 c := (succ(n),⊥, {t}{t}?)
6 Info(start) := �
7 AddCoord(start , c,�)

8 while Worklist �= ∅
9 Remove a coordinate c = [n, id , a] from Worklist
10 switch(n)

11 case n ∈ Call :
12 aInto := MIntova (n, a)
13 sInto := MIntos (n, Info(c))
14 AddCoord(c, (entry(callee(n)), aInto, aInto), sInto)
15 aOver := MOverva(n, a)
16 sOver := MOvers(n, Info(c))
17 foreach c′ = [n′, id ′, a′] ∈ Summary(callee(n), aInto)
18 aRet := Combine(aOver , MOutva(a′))
19 sRet := Combine(sOver ,MOuts(Info(c′)))
20 AddCoord(c, (retNode(n), id , aRet), sRet)
21 case n ∈ CallReturn:
22 AddCoord(c, (succ(n), id , a), Info(c))
23 case n ∈ Entry :
24 AddCoord(c, (succ(n), id , a), Info(c))
25 case n ∈ Exit :
26 AddSummary(fn(n), id , c)

27 case n ∈ Compute:
28 a′ := Mva (n, a)
29 s′ := Ms(n, Info(c))
30 AddCoord(c, (succ(n), id , a′), s′)
31 case n ∈ Branch:
32 s′ := MTrue(n, Info(c))
33 s′′ := MFalse(n, Info(c))
34 AddCoord(c, (succT (n), id , a), s′)
35 AddCoord(c, (succF (n), id , a), s′′)

end

procedure AddCoord(c, c′, s′)
begin

36 if s′ �= ⊥
37 preds(c′) ∪= {c}
38 if s′ ≤/ Info(c′)
39 Info(c′) �= s′
40 Worklist ∪= {c′}

end

procedure AddSummary(f , id , c)
begin

41 if id = ⊥
42 foreach m ∈ callSites(f )
43 Info((m,⊥,⊥)) := �
44 Info((entry(fn(m)), ⊥,⊥)) := �
45 AddCoord((entry(fn(m)), ⊥,⊥), (m,⊥,⊥),�)
46 AddCoord(((m, ⊥,⊥), (entry(f ),⊥,⊥),�)
47 Summary(f , id) ∪= {c}
48 Worklist ∪= preds((entry(f ), id , id))

end

Figure 2: VFS: An algorithm for path-sensitive,
context-sensitive inter-procedural value flow analy-
sis.

If there are multiple creation points, a separate instance
of the algorithm is used for each creation point, resulting in
a bit-vectorized analysis. The advantages of this approach
are that (a) each instance of the algorithm has a smaller
memory footprint because it computes alias sets for a single
created value, and (b) the individual instances are indepen-
dent, meaning that we can parallelize the computation of
value flow queries for a client analysis across as many ma-
chines as are available.

VFS is a worklist algorithm that is similar to the inter-
procedural analysis of Reps, Horwitz and Sagiv (RHS, [26]).
The algorithm dynamically creates and explores a space of
“analysis coordinates”, by applying transfer functions at
CFG nodes and pushing value alias sets to successors, until
no more coordinates can be produced.
Context-sensitivity. Coordinates can be understood con-
ceptually as the result of “exploding” the supergraph in two
ways: First, every CFG is exploded into multiple clones, one
for every value alias set with which the function is entered.
Second, every cloned CFG node is exploded into multiple
coordinates, one for every value alias set produced at the
node. A call from a call site with a given value alias set
resolves to the clone of the callee with the matching value
alias set. In this way, the domain of dataflow facts is used
to achieve a measure of context-sensitivity. This is the key
insight behind both RHS and VFS.

Procedure calls are handled efficiently by maintaining pro-
cedure summaries that grow dynamically, and plugging in
summaries in place of transfer functions at call nodes.

Path-sensitivity. VFS is a path-sensitive analysis. The
goal of VFS is to traverse only feasible execution paths.

VFS incorporates a symbolic evaluator that uses trans-
fer functions to compute strongest post-conditions. Every
coordinate is associated with a simulation state produced
by the symbolic evaluator. The simulation state represents
(over-approximates) the set of execution states under which
the tracked value has the given set of value aliases at that
program point. When a coordinate is propagated through a
Branch node, the simulation state is used to rule out infea-
sible branch directions.

It is important to understand that VFS provides only par-
tial path-sensitivity. If two different execution paths to the
same point result in the same coordinate, then their simu-
lation states are merged. If they result in different coordi-
nates, their simulation states are kept apart. In this way,
the domain of dataflow facts is used to keep execution paths
apart to some degree. This is the key insight behind both
[10] and VFS.

Example 2. The coordinates produced by VFS at line
m of the example program in Figure 1, along with the asso-
ciated simulation states, are given below:

〈m :,⊥, {o}{o}?〉 → [o = NULL, q = new]
〈m :,⊥, {o, q}{o, q}?〉 → [o �= NULL, q = o] ✷

VFS performs two fixed point computations: One fixed
point computation explores the space of coordinates, while
the other weakens the simulation state (i.e., expands the set
of execution states) associated with each coordinate.
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Field = NULL + FieldNames
OneLevelExpr ::= Var | Var →Field
PointerExpr ::= Var | PointerExpr →Field

LhsExpr = OneLevelExpr
RhsExpr = OneLevelExpr | CREATE
Statement = LhsExpr × RhsExpr

MustSet = 2PointerExpr

VA = MustSet

ρ : Env = PointerExpr → Location
σ : Store = Location → Value
σ−1 : StoreInv = Value → 2Location

Correctness Criteria: M : MustSet × Env → 2Location

M [[must ]] ρ = σ−1 (CREATE)

Figure 3: A simple pointer assignment language.

4. VALUE ALIAS SETS
In the previous section, we treated value alias sets as ab-

stract dataflow facts. In this section, we provide a domain
and transfer function for value alias sets. The goal of the
transfer function is to (a) put as few expressions as possible
in the May set, so that spurious value flow is minimized, and
(b) put as many expressions as possible in the Must set, so
that a client analysis can perform strong updates.

The technical contributions of this section are a novel
method for combining memory alias analysis with value flow
analysis, and an implicit representation for memory aliases
in value alias sets.

We first describe a simple language of pointer assignments,
and use this language to formalize the notion of value alias
sets and transfer functions. We then define progressively
less precise but more concise abstract domains and trans-
fer functions for value alias sets. We explain the intuition
behind each step, and informally justify its correctness.

4.1 A simple pointer assignment language
The domains given in Figure 3 define a simple language

of pointer assignments. A program in this language con-
sists of a series of statements that manipulate pointers and
scalars. The assumption is that a number of memory lo-
cations have already been allocated. These locations can
be accessed through dereference expressions formed from
PointerExpr . There is a distinguished scalar value, CREATE,
which is the single value of interest. After the execution
of every statement, some set of memory locations hold this
value. The value alias set contains exactly the set of pointer
expressions that refer to these memory locations.

We use two macros, →∗ and→+, for pointer expressions:
e→∗ e′ appends access path e′ consisting of zero or more
dereferences to access path e, while e→+e′ appends access
path e′ consisting of one or more dereferences to e. For
example, (x→f)→∗ (g→h) ≡ x→f→g→h.

We use a semantics in which the domain of the environ-
ment includes all pointer expressions, not just variables.
Such an environment can be obtained from the standard
semantics by composing the usual variable environment and
the store. Our environment captures the shape of the store

(as a prefix-closed partition of pointer expressions [6]), in-
cluding the memory aliasing structure, at every point.

4.2 A concrete transfer function
A concrete transfer function on value alias sets is given in

Figure 4. We use the standard Gen/Kill formulation.
It is important to understand the distinction between value

aliases and memory aliases. Expressions e1 and e2 are value
aliases iff σ ρ e1 = σ ρ e2. Expressions e1 and e2 are mem-
ory aliases iff ρ e1 = ρ e2. These definitions show that mem-
ory aliasing implies value aliasing. Therefore, there are
two ways in which an assignment can cause e1 to become
value aliased with e2: Either the assignment copies the value
stored in ρ e2 to ρ e1, or the assignment sets ρ e1 equal to
ρ e2.

MustGen adds expressions to the value alias set to match
the two possibilities above. If an assignment causes lhs→∗ fs
to evaluate to the tracked value, we add lhs→∗ fs to the
value alias set. For all expressions e that are memory aliases
of lhs, e→∗ fs now also evaluates to the tracked value.
Hence, e→∗ fs is added to the value alias set. MustGen
uses LocAlias, an oracle that returns true iff two pointer ex-
pressions refer to the same memory location in the current
environment, to identify memory aliases.

MustKill removes any expression whose prefix is updated
by the assignment, as it may no longer evaluate to the
tracked value. Note that if the expression continues to eval-
uate to the value after the update, it is re-introduced by
MustGen .

4.3 An abstract transfer function
The concrete transfer function in Figure 4 is not com-

putable, because it relies on a concrete memory aliasing or-
acle. We approximate the semantics of value aliasing using
the abstract transfer function shown in Figure 5. The ab-
stract transfer function uses MustLocAlias and MayLocAlias
as its memory aliasing oracle. MustLocAlias(e1, e2) under-
approximates must aliases; it returns true only if e1 and e2
must refer to the same memory location. MayLocAlias(e1, e2)
over-approximates may aliases; it returns true if e1 and e2
may refer to the same memory location. MustLocAlias and
MayLocAlias can be implemented using any off-the-shelf
memory alias analysis [31, 8, 19].

The consequence of using MayLocAlias is that we may
include expressions that are not value aliases in the value
alias set. Therefore, we extend the value alias set to include
a Must set and a May set. The Must set contains only
expressions that must evaluate to the tracked value. The
May set contains all expressions that may evaluate to the
tracked value. It is a mechanism for distinguishing between
expressions that may be in the concrete value alias set, and
expressions that are definitely not in the concrete value alias
set (i.e., it is a concise representation of the “must not” set).

Correctness. In order for the transfer function to be con-
servative, the Must set should under-represent the concrete
value alias set, while the May set should over-represent the
concrete value alias set.

In MustGen , we replace LocAlias with MustLocAlias , so
fewer expressions are added to the Must set. In MustKill ,
we replace LocAlias with MayLocAlias , so more expressions
are removed from the Must set. Therefore, the Must set
is a subset of the concrete value alias set. In MayGen, we
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LocAlias : MemoryAliasEnv × PointerExpr × PointerExpr → Boolean

Mva : Statement × VA × MemoryAliasEnv → VA

Mva (v ,must , aenv) = (must − MustKill(v ,must , aenv)) ∪ MustGen(v ,must , aenv)

MustGen(〈lhs, rhs〉,must , aenv) =
{e |LocAlias(aenv , e, lhs) ∧ (rhs = CREATE)} ∪
{e→∗ fs |LocAlias(aenv , e, lhs) ∧ (rhs→∗ fs ∈ must)}

MustKill(〈lhs, rhs〉,must , aenv) = {e→∗ fs |LocAlias(aenv , e, lhs)}

Figure 4: Concrete transfer function for value alias sets.

MustLocAlias : MemoryAliasEnv × PointerExpr × PointerExpr → Boolean
MayLocAlias : MemoryAliasEnv × PointerExpr × PointerExpr → Boolean

MaySet = 2PointerExpr

VA = MustSet × MaySet

Correctness Criteria: M? : MaySet × Env → 2Location

M [[must ]] ρ ⊆ σ−1 (CREATE)
M? [[may ]] ρ ⊇ σ−1 (CREATE)

Mva (v , 〈must , may〉, aenv) = 〈Mmust(v ,must , aenv),Mmay(v , may , aenv)〉
Mmust(v ,must , aenv) = (must − MustKill(v , must , aenv)) ∪ MustGen(v ,must , aenv)
Mmay(v ,may , aenv) = (may − MayKill(v ,may , aenv)) ∪ MayGen(v ,may , aenv)

MustGen(〈lhs, rhs〉,must , aenv) =
{e |MustLocAlias(aenv , e, lhs) ∧ (rhs = CREATE)} ∪
{e→∗ fs |MustLocAlias(aenv , e, lhs) ∧ (rhs→∗ fs ∈ must)}

MustKill(〈lhs, rhs〉,must , aenv) = {e→∗ fs |MayLocAlias(aenv , e, lhs)}

MayGen(〈lhs, rhs〉,may, aenv) =
{e |MayLocAlias(aenv , e, lhs) ∧ (rhs = CREATE)} ∪
{e→∗ fs |MayLocAlias(aenv , e, lhs) ∧ (rhs→∗ fs ∈ may)}

MayKill(〈lhs, rhs〉,may , aenv) = {e→∗ fs |MustLocAlias(aenv , e, lhs)}

Figure 5: Abstract transfer function for value alias sets.

GlobalMayAliasesOf : MaySet → 2PointerExpr

Correctness Criteria: M [[must ]] ρ ⊆ σ−1 (CREATE)
M? [[GlobalMayAliasesOf (may)]] ρ ⊇ σ−1 (CREATE)

MayGen(〈lhs, rhs〉,may, aenv) =
{lhs | rhs = CREATE} ∪
{lhs→∗ fs | rhs→∗ fs ∈ GlobalMayAliasesOf (may)}

MayKill(〈lhs, rhs〉,may , aenv) = {lhs | lhs ∈ Var}

Figure 6: Implicit May alias sets.

MayGen(〈lhs, rhs〉,may, aenv) =
{lhs | rhs = CREATE} ∪
{lhs | rhs ∈ GlobalMayAliasesOf (may)}

Figure 7: Avoid search for expressions prefixed by rhs.
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MustSet = 2OneLevelExpr

MustGen(〈lhs, rhs〉,must , aenv) =
{e ∈ MultiLevelExpr(k) |MustLocAlias(aenv , e, lhs) ∧ (rhs = CREATE)} ∪
{e→∗ fs ∈ MultiLevelExpr(k) |MustLocAlias(aenv , e, lhs) ∧ (rhs→∗ fs ∈ must)}

Figure 8: Finite representation for Must sets. MultiLevelExpr(k) includes all pointer expression with at most
k levels of derefefence (i.e. occurrences of →).

replace LocAlias with MayLocAlias , so more expressions are
added to the May set. In MayKill , we replace LocAlias
with MustLocAlias , so fewer expressions are removed from
the May set. Therefore, the May set is a superset of the
concrete value alias set.

The abstract transfer function makes one of the insights of
this paper explicit, namely that value alias sets can be com-
puted in programs with pointer assignments by plugging in
information from a conservative memory alias analysis.

4.4 Implicit representation of memory aliases
Efficient value alias set computation requires the use of a

relatively imprecise memory alias analysis. The problem is
that the more imprecise the alias analysis, the more expres-
sions would be added to the May set. For instance, if the
tracked value is assigned to *p, every variable potentially
pointed to by p would be added to the May set.

A key insight of this paper is that if we use a flow-insensitive
memory alias analysis, it is possible to avoid adding all mem-
ory aliases to the May set. This insight allows us to com-
bine precise value alias analysis with imprecise memory alias
analysis in an efficient manner.

A transfer function with “implicit” may sets is shown in
Figure 6. The technical change from the previous trans-
fer function is that in MayGen , we use GlobalMayAliasesOf
to compute the flow-insensitive closure of the May set un-
der memory aliasing.4 e1 ∈ GlobalMayAliasesOf (e2) returns
true if e1 and e2 could refer to the same memory location at
some point during the execution of the program.

This change to an implicit representation allows us to
avoid adding e→∗ fs to the May set. It requires more care-
ful treatment of MayKill . Because an expression in the May
set implicitly represents all of its memory aliases, we can no
longer remove expressions from the May set due to assign-
ment. The only exception is for variables.

We continue to represent all memory aliases explicitly in
the Must set, because these sets are expected to be small.

Correctness. MayGen : If lhs and e are memory aliases,
then lhs→∗ fs and e→∗ fs are also memory aliases. There-
fore, if lhs→∗ fs is added to the May set, e→∗ fs will be
included by the closure computation wherever the May set
is used. MayKill : Consider an expression e that is aliased
with the lhs variable x. By removing x, we are potentially
eliminating e from the closure of the May set. If the only
reason for including e is that e refers to the same location
as x, then the update to x must be an update to e as well,
in which case it is correct to eliminate e. Otherwise, e will
remain in the closure because of some other expression.

4The query rhs→∗ fs ∈ GlobalMayAliasesOf (may) can be
implemented efficiently using well known techniques [9, 18].

4.5 Avoiding prefix-based search in May sets
The transfer function in Figure 6 has the drawback that

we must search the May set for all pointer expressions pre-
fixed by rhs. We can avoid this search, and further reduce
the number of expressions added to the May set, by using
the transfer function shown in Figure 7. This transfer func-
tion also ensures that only expressions in OneLevelExpr are
added to May sets. Therefore, the May sets are bounded.

Correctness. The improvement in Figure 7 is that MayGen
does not add lhs→+ fs to the May set if rhs→+ fs is in the
closure of the May set. The key insight is that a correct flow-
insensitive memory alias analysis that has processed this as-
signment must map lhs→+ fs to a superset of the locations
mapped by rhs→+ fs. Therefore, lhs→+ fs must already
be included in the closure of any May set whose closure in-
cludes rhs→+ fs.

The tricky issue is that memory may-aliasing is not transi-
tive. Therefore, we must still explain why dropping lhs→+ fs

from the May set does not eliminate e→+ fs from the clo-
sure, for expressions e that are memory aliases of lhs. The
argument is as follows: If e and lhs are memory aliases, then
a correct flow-insensitive memory alias analysis must map
e→+ fs to a superset of the locations mapped by lhs→+ fs,
and vice versa. Therefore, e→+ fs must also be included in
the closure of any May set whose closure includes lhs→+ fs.

4.6 Finite Must sets
The final complication is that the Must sets may be un-

bounded. For instance, consider an assignment x→f = x

within a loop, where x holds the tracked value. As shown in
Figure 8, we can avoid this problem by arbitrarily limiting
the dereference depth of expressions added to the Must set.
The effect of this truncation is a potential loss of precision in
a client analysis that relies on Must sets to perform strong
updates.

4.7 Putting it all together
We have followed the progression of steps above in order to

properly explain the intuition behind our transfer function
for value alias sets, and in order to justify its correctness.
The general theme of the progression is that as long as the
May component is conservative, we can arbitrarily limit the
amount of information we track in the Must component.
Therefore, we can use the Must component to trade-off pre-
cision (more Must information) with scalability (less Must
information).

In [13], we present our transfer function over a more com-
plete language of assignments. Our language includes a
generic Other statement that represents an arbitrary com-
putation decorated with Mod and Ref sets. Mod sets in-
clude pointer expressions whose location may be updated
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by an assignment, whereas Ref sets include pointer expres-
sions whose location may be accessed by an assignment. We
use the Other case to conservatively handle arithmetic and
other complex operations that are difficult to process accu-
rately.

The key insight of the transfer function presented in this
section is that we can use certain mathematical properties of
conservative flow-insensitive memory alias analyses to create
a concise representation for value alias sets.

4.8 Extension: MustNot sets
A weakness of the implicit representation described above

is that once a complex pointer expression is added to the
May set, it cannot be removed, even if it is assigned some-
thing other than the tracked value. This is because the ex-
pression implicitly represents all of its memory aliases. We
can overcome this weakness by introducing a third compo-
nent, the MustNot set. Intuitively, any expression from the
May component that is killed is added to the MustNot set,
but also retained in the May set. The rule for lookup is
modified as follows: If the expression is in the Must set, it
holds the value. If it is in the MustNot set, it does not hold
the value. Otherwise, if it is in the memory alias closure of
the May set, it may hold the value.

5. EXPERIMENTAL RESULTS
In this section, we describe an end-to-end experiment in

which we used value flow simulation in a client software val-
idation tool, ESP. We provide an overview of ESP, explain
the property we validated on the Windows operating sys-
tem kernel, and provide data that sheds some light on the
precision and efficiency of value flow simulation.

An alternative methodolgy for evaluating our analysis would
be to run it on several benchmarks and gather some statis-
tics that may shed light on its potential impact on a variety
of clients. It is not clear that such results would be meaning-
ful. Therefore, we focus on an end-to-end experiment with
a client application.

5.1 ESP
ESP is a software validation tool for C/C++ programs

[10]. It is run multiple times a week over tens of millions of
lines of real, shipped, operating systems code. ESP takes as
input a set of C/C++ files and a declarative specification
of a correctness property, written as a finite state machine.
The property describes how values of interest are created by
the program, and how these values are driven to different
states during program execution.

ESP uses value flow simulation to track one created value
at a time, computing value alias sets at every program point.
It uses the transfer function given in Figure 8 (with k set
to 1), and a flow-insensitive, context-sensitive memory alias
analysis (GOLF, [11]). When a state changing event is en-
countered, ESP updates the state of the state machine if
the argument of the event is in the value alias set. If the
argument is in the Must set, ESP performs a strong update
on the state. If the argument is not in the Must set, but in
the May set, ESP performs a weak update on the state. If
the state machine is driven to the special error state, ESP
displays a trace from the creation point to the error point.

5.2 The Probe security property
Many operating systems reserve a section of system mem-

ory for use by kernel mode components. The kernel provides
a set of API functions that can be called from a user pro-
gram, to perform various tasks. Some of these tasks require
the kernel to read data from, or store data into, locations
referenced by the pointer values passed in as arguments.

One possible source of security attacks on these systems is
that a user program may pass in pointers that point into the
reserved section, thereby duping the kernel into exposing or
over-writing system data. To prevent this form of attack,
kernel code is written with the guideline that all user mode
pointers must be “probed”, to ensure that they do not point
into kernel memory, before they are dereferenced. A version
of this finite-state property is shown in Figure 9.

Over the years, the Windows kernel has been heavily re-
viewed to ensure that this kind of security attack is not
possible. In the experiment reported here, we used ESP to
ensure that there are no remaining dereferences of unprobed
parameters in the kernel.

We chose the Probe property for the following reasons:
First, this property is a special case of a more general situa-
tion, where “tainted” data from an untrusted source should
not be passed to components that expect data to be “un-
tainted” (for instance, see [3]). A well defined set of valida-
tion operations move data from the tainted state to the un-
tainted state. Second, this property involves complex value
flow as pointers are passed through the code; therefore, it
serves as a good test for value flow simulation.

5.2.1 Impact of value flow analysis
The accuracy, efficiency and usability of ESP on the Probe

property depend heavily on the value flow analysis engine.

Accuracy. If the argument to the probe operation is not
present in the Must set, ESP will not be able to perform
a strong update to the Safe state. This will lead to false
error reports at dereference points. If unrelated pointers are
pulled into the May set, ESP will report false errors when
those pointers are dereferenced.

Efficiency. If bit-vectorization does not cut down the span
of the program on which each value is tracked, ESP will
explore too many program points. If value flow simulation
creates too many different value alias sets per program point,
the performance of ESP will degrade in both space and time.

Usability. The usability of ESP depends on the quality of
debugging information provided to the user when an error
is reported. An important reason for including value flow
simulation in ESP is that the path-sensitivity of the analysis
allows ESP to provide error traces that are very much like
execution traces.

When an error is detected, ESP walks the predecessor edges
in the coordinate space from the error point. The simulation
state is displayed at every coordinate along the path. For
every summary edge (from a CallReturn node to its Call
node) encountered along the way, a sub-trace is produced
by recursively repeating the walk in the coordinate space of
the applicable clone of the callee.

Value flow simulation provides only partial path-sensitivity.
Therefore, the coordinate space may contain “diamonds”
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Initial State
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Probe/KernelMode
oo

PointerDeref
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Figure 9: The Probe security property. Unsafe is the initial state at every creation point corresponding to a
formal parameter of a kernel API function. Safe is a terminal state, meaning that the analysis of a parameter
can stop, either because the parameter has been probed, or because the API function was invoked from other
kernel-mode code.

from branches whose effects were merged away. The back-
wards walk skips over these diamonds by jumping directly
to dominators.

5.3 Measurements
The Windows kernel we analyzed consists of roughly a

million lines of code, spread over roughly 9000 functions.
The kernel exposes an interface of several hundred callable
functions, with roughly 500 pointer parameters. Of these pa-
rameters, ESP reported errors on 30 pointers, and validated
the rest. All of the reported errors were false positives. The
precise error traces made it relatively easy for programmers
to examine and rule out false errors. Most of the false errors
occur because our implementation is unable to put some
expressions with complex selectors, such as x->f.g.h.j, in
the Must set. We are currently working on improving our
implementation.

In order to understand the precision benefit of value alias
sets, we also ran ESP with only May sets. The number of
false errors increased by a factor of 4, and the error traces
quickly became inscrutable, both of which made the the tool
unusable.

Performance. For one third of the user pointers, ESP
visited just a few functions. For the remaining pointers,
ESP visited roughly 4,500 functions (half the program), on
average. Because of bit vectorization, ESP is embarrassingly
parallel. We used 10 desktop machines to cut down the
analysis time by a factor of 10.

On average, ESP visited 50 nodes per function, with 1
value alias set per node. However, there were nodes at which
multiple value alias sets were produced, and it was impor-
tant to keep them apart. Each node was visited roughly 2.6
times, as the simulation state moved up to the fixed point.
On a 3.06GHz Intel XeonTM with 1GB RAM, ESP took 8
minutes to process each pointer that propagated to 4,500
functions. The entire run completed in 11 hours.

The data above suggests that value flow simulation repre-
sents a fair trade-off between precision and performance.
The results are dependent on the particular property, code
base, and client tool we have used. This would be true of
any end-to-end experiment.

6. RELATED WORK
The main contribution of this paper is a new value flow

analysis that draws on several insights from previous work,
and combines these insights in a novel way in order to solve
an important problem. Therefore, there are several cate-
gories of related work.

6.1 Software validation tools
There has been a resurgence of research in recent years on

software validation via static analysis. Most software vali-

dation tools rely on some form of value flow analysis. Local
analysis tools such as ESC/Java [14] or Fugue [12] do not
require scalable analysis but do require annotations on func-
tion boundaries. Global analysis tools such as SLAM [4],
ESP [10], or CQual [15] would benefit from scalable value
flow analysis. PREfix [7] and xgcc [17] are global tools that
scale well, because they truncate the search space in an un-
sound manner.

6.2 Value flow analysis
Value flow analysis has been studied in many areas.

Reaching definitions. In the dataflow analysis commu-
nity, local value flow analysis has been studied as reaching
definitions or def-use chains for years [1]. Systems such as
CodeSurfer (slicing, [21]) include methods for global reach-
ing definitions based on flow-sensitive analysis. Bodik and
Anik, among others, have proposed methods for path-sensitive
reaching definitions [5]. None of these methods appears to
have the combination of scalability and precision necessary
for use on large, real programs.

Flow analysis. The functional programming community
has studied flow-insensitive value flow analysis under the
name of flow analysis [22] and its higher-order variant, clo-
sure analysis [29]. Flow analyses generally scale well, but
lack strong update. Therefore, they are not precise enough
for use in imperative programs.

One contribution of this paper is the combination of flow-
sensitive reaching definitions with scalable memory alias anal-
yses based on flow analysis.

Strongest post-conditions. Symbolic evaluators such as
PREfix [7] perform path-sensitive value flow analysis by
computing strongest post-conditions. These methods do not
scale well; PREfix scales by truncating the number of execu-
tion paths in an unsound manner. ESC/Java performs value
flow analysis as part of a weakest precondition computation
[14]. It scales by limiting the analysis to local, non-loop
code.

6.3 Basis for value flow simulation
Value flow simulation is a framework for efficient inter-

procedural, context-sensitive, path-sensitive analysis.

Context-sensitive analysis. The context-sensitive aspect
of value flow simulation is based heavily on the inter-procedural
analysis of Reps et al [26]. We have extended their approach
to handle aliasing when moving between different scopes
at function call boundaries, and to handle allocators in a
context-sensitive manner.

Path-sensitive analysis. The path-sensitive aspect of value
flow simulation is based heavily on the merge-based analysis
of Das et al [10], which provides an efficient method for com-

20



puting states in a finite state machine. We have shown that
the same approach holds promise for value flow problems as
well.

6.4 Memory alias analysis
Our approach relies on the availability of scalable meth-

ods for memory alias analysis. In recent years, many such
methods have been devised [9, 18]. Our implementation uses
GOLF, a context-sensitive, flow-insensitive analysis that scales
easily to millions of lines of code [11]. Methods for flow-
sensitive alias analysis [31, 8] are much more expensive, and
their precision advantage over flow-insensitive methods is
open to debate [20].

Using memory alias analysis in other analyses. With
the invention of memory alias analyses, well known analy-
ses such as Mod/Ref analysis and program slicing have been
extended to handle programs with pointers. Early solutions
involved using an alias analysis to replace a pointer expres-
sion with all possible targets [28]. This approach suffers
from the problem that the less precise the alias analysis, the
more inefficient the client analysis.

A popular approach in recent work [15] has been to use
unification-based alias analyses such as [30], which map all
aliased expressions to a single representative. The result is
an implicit representation for free. Our experience is that
this form of analysis is too imprecise for use in practical
software validation tools.

One contribution of this paper is an implicit represen-
tation of memory aliases in value alias sets that supports
any flow-insensitive alias analysis. We were able to develop
this representation by observing some simple mathematical
properties of flow-insensitive alias analysis.

6.5 Strong updates on heap objects
Value alias sets enable strong updates on pointer expres-

sions in the absence of a shape or heap analysis. Recently,
Foster et al have provided a flow-insensitive type inference
procedure for inferring that some expressions in a procedure
are not aliased, allowing for strong updates in certain cases
[2]. Our approach is path-sensitive, because of which it is
able to perform strong updates in more cases.

7. CONCLUSIONS
In this paper, we have presented value flow simulation, a

novel method for context-sensitive, path-sensitive value flow
analysis. This algorithm incorporates a transfer function
that combines precise value flow computation with scalable
memory alias analysis in an efficient manner.

We have used value flow simulation to validate the Win-
dows operating system kernel against an important security
property. Our experience suggests that the analysis is both
precise enough and scalable enough to serve as an engine for
software validation tools.
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