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Reliable systems have always been built out of unreliable Fault Tolerance, Eventual Consistency, Reconciliation
components [1]. Early on, the reliable components were small | gose Coupling, Transactions

such as mirrored disks or ECC (Error Correcting Codtegpre

memory. These systems were designed such that failures of thesd. Introduction

small components were transparent to the application. Later, theThere is an interesting connection between fault tolerance,
size of the unreliable components grew larger and semanticofflineable systems, anthe need for applicatiehased eventual
challenges crept into the application when failures occurred consistency. As we attempt to run our large scale applications

Fault tolerant algorithms comprise a set of idempotent sub SPread across many systems, we cannot afford the latency to wait
algorithms. Between these idempotent -aigprithms, state is for a ba_ckup system to remain in synch with the system actually
sentacross the failure boundaries of the unreliable components.Performing the work. This causes the server systems to look
The failure of an unreliable component can then be tolerated as dncreasingly like offlineable client applications in that they do not
takeover bya backup,which uses the last known state and drives know the authoritative truth.  In tumn, these seivased
forward with a retry of the idempotent satgorithm. Classically, applications are designed to record their intentions and allow the

this has been done in a linear fashion (i.e. one step at atime). ~ Work to interleave ah flow across the replicas. In a properly
designed application, this results in system behavior that is

acceptable to the business while being resilient to an increasing
number of system failures.

As the granularity of the unreliable component growsn(fra
mirrored disk to a system to a datzenter), the latency to
communicate with a backup becomes unpalatable. |&hés to a ) o
more relaxed model for fault tolerance. The primary system will ThiS paper starts by examining the concepts of fautaolce and
acknowledge the work request and its actiaithout waiting © posits an abstraction for thinking about fault tolerant systems.
ensure that the backup is notified of the work. This improves the N&xt, section 3 examines how fault tolerant systems have
responsiveness of the system because the user is not delayedStorically provided the ability to transparently survive failures
behind a slow interaction with the backup. without special application consideration by using ckyonous
o checkpointing to send the application state to a backupection

There are two implications of asynchronous state capture: 4, we begin to examine what happens when we cannot afford the
1) Everything promised bthe primary is probabilistic Thereis latency associated with the synchronous checkpointing of state to

always a chance that an untimely failure shortly after the he packup and, instead, allow the checkpointifgtate to be

promise results in a backup proceeding without knowledge of 5qynchronous. Section 5 examines in much more depth the ways

the commitment. Hence, nothing is guaranteed! _ in which an application must be modified to be true to its
2) Applicatiors must ensureeventual consistenci20]. Sinceé  ggmantics while allowing asynchronous checkpointing of the

work may bestuckin the primary after a failure and reappear 5npjication state to its backup. Section 6 looks at a confple

later, theprocessingrderfor work cannot be guaranteed. example applications which offer correct behavior while allowing
Platform designers are struggling to make this easier for theirdelays {.e. asynchrony) in checkpointing state to the backup. In
applications. Emerging patternsof eventual consistency and section 7, we consider the management of resources when the
probabilisticexecution may soowield a way for applications to  operations may be reordered due to asynchrony. Section 8
express requirements for a i lepamipes the refatwnsihip lefweer dhiss dlasst ef neygntualvh i |
providing availability in the face of ever larger failurés we consistency and the CAP (Consistency, Availability, and
will also point out in this paper, thpatterns of probabilistic Partitiontolerance) Theory. Finally, in section 9, we consider
execution and eventual consistency are applicable tosome areas for future work.

intermittently connected application patterns. 2. An Abstraction for Fault Tolerance

This paper recounts portions of the evolution of these trends, |, section 2, we idcuss the broad ideas required to build a fault
attempts to show the patterns that span these changes, and tali§jerant system. First, we start by describing the external behavior R
about future directions as we fRystbris W ard cBnsiflelnd.! Neft, w8 fescAbé vifatittdnn d 0
Permission to make digital or hard copies of all or pathis work for mean for these systems to offer transparent fault tolerance and not
personal or classroom use is granted without fee provided that copie: require spe_clal appll(_:atlon can|derat|0n _to cope bk fal_lgres.

not made or distributed for profit or commercial advantage and t  1hen, wequickly consider the issues associated with scalability of
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2.1 Model i ng AThe Systemo We have observed the pattern in which atfénlerant algorithm

In consideringnteractionswitta f aul t t ol ewantnt ISPPOKER iptQidempoteny gigorithms. By capturing sufficient
to look at itsbehavior as #lackbox From the outside, requests information betweenthe idempotent steps and sending it across
are sent into the system for processintn years past, these the failure boundary, the overarching algorithm can tolerate faults.

requests looked like block modereen input. Nowadays, they From this perspective, you can imagistepping across a river
typically take the form of XML, SOAP, and/or other wstyle from rock to rock, always keeping one foot on solid ground. It is
requests. important to realize this provides a linear sequence of steps

To be robust, these incoming requests are retried by their sourceMarching forward through the work.

In classic fashion, a request is issued and if a timer expires, it islt turns out that many existing fault tolerant systems use this
reissued. The fidt tolerant server system had better make this technique to make failures transparent to the application and to the
work idempotent or the retries would occasionally result in user. We will explore some examples of these systems.
duplicative work. In practice,systems evolvé be idempotent as

designers either anticipate the problem or make changes to fix it. 2-3 Scaling and Idempotent SubAlgorithms

e d for id ith h ._In [15] one of the authors (Helland) argues that scalable and
To support s need for idempotence, either each request IS yisyipyted applications need sl attention when built without

submitted with a fAuniquifier Odis{riﬁ{%a trarditors ! Sistribufed tansdctforts {e€pddially lsthg U M |

(and ensuregetrieswill be associated with the original request), the Two Phase Commit protocol [3Bsult in fragile systems and
OR the servicg ap_plies some _trick to accomplish the same th_ing'reduced availability. For this reason, they are rarely used in
An example trick is the creation of an MD5 hash of the entire ., ction systems, ptaularly when the resource managers span
Incoming request. With e>§tremely_ h'gh propablllty, the MD5 st and authority boundaries. In the paper cited above, it is
hash is oneo-one correlateaith a unique incoming request. proposed that a scalable application must apply a discipline of
So, the fault tolerant system processes a sequence of requestsartitioning its data into chunks which can remain on a single
from an external partner. The requests (and their responseshode even when repditined. Each chunk has a unique key.
perform some business task or tasks.

In the design of fault tolerance systems, we frequently see these
2.2 Transparent Fault Tolerance idempotent sualgorithms spread in a distributed fashion around
Fault tolerant systems compriseany components and their the network. One pattern that has been emerging is that these

design goal is to continue functioning when one (or sometimes [démpotent sutalgorithms  follow the same ebocation as
more than one) component fails. In this discussion, we will not described above. All of their data and behavior reside on a single

consider Byzantine Failures [6] in which a component may node even in the presence of repartitioning. The collective data

behave erroneously (and in the Byzantine asisjypotentially ~ Wi I 1 be identified with some wuni
maliciously). Instead, we assunfail fast [8] in which a [15]) that ensures iemains on exactly one node at a fime

component is either functioning correctly or simply stops 2 4 Transactions and Idempotence

functioning. F_ail fast dqes not' address _the possibility -of Transactions can make it EASIER to build idempotent- sub
components deliberately misbehaving. Also, it leaves vageie th algorithms.  Atomic transactions are, well, atomic and do not

ques_tlon of what happens when a compongnt Pe”O"T‘S so SIOV_V'yexpose partial results. By using transactions, many (but not all) of
that it wreaks havpc on the system. For th|§ dlSCUSSIOn, we V.V'” the challenges of creating idempotent behavior are eliminated.
address_ SOme ' ISSues present even with the simplifying All that remains is to ensure the work is either not started more
assumptions of fail fast. than once or that a second attempt will detect a successful first
attempt and be innocuous. Some examples of this will b&rsho

3. Preserving Transparency While Growing
potent potent potent potent . . .
ces In this section, we examine how the Tandem NonStop system

Sub-Alg Sub-Alg Sub-Alg Sub-Alg implemented transparent fault tolerance by leveraging

#1 #2 #3 #N synchronous checkpointing across the failure boundaries. We
first consider the Tandem system in apgmately 1984 when the
checkpointing strategy involved sending state to the backup as a
part of every individual database WRITE operation. This was
correct but had some performance challenges. In roughly 1985,

Idem- Idem- Idem- Idem-

Capture Capture Capture the software was modified to a new strateghich had
State State State performance advantages. So, we next examine the behavior of the
Time > Tandem systems in approximately 1986 when the checkpointing
of state was less aggressive but still sufficient to provide the
Figure 1) Breaking up a fault tolerant algorithm into transparent guarantees. We conclude section 3 withcastiion

of why the change from the 1984 to 1986 versions was an erosion
of the semantics of failures but was an acceptable erosion of the
semantics experienced in a failure.

sub-algorithms which are each idempotent. By
capturing state in between the sub-algorithms and
ensuring the state is kept across failures, the larger
algorithm can tolerate the faults.

! More precisely, the data resides on exactly one node when we
ignore the need to do replicati
more on that later.




3.1 Example 1: Tandem NonStop circa 1984

The Tandem NonStop System is a sharething multi-processor
with a messagbased interconnect [5]. Each processor has its SR SR ST o R NL
own CPU, memory, access to the messaging busses, and access|t #1 1 #2 #3 l #N
I0-Controllers. Each I@ontrollers is dual ported and can be
accessed by either of two processors in the systBairs of IO Check Check Check
Controllers accessed mirrored disks. This hardware architecture Point Point Point
combined with the Guardian operating system, Transaction| Time >
Monitoring Facility (TMF), and Disk Process (DP) offered
industry leading availability [8] for OLTP systems throudte t Figure 3) Tandem, circa 1984, each WRITE to the DP
1980s and continuing today. is an idempotent sub-algorithm. It is sent across the
fallible component (a processor) via a checkpoint
from the primary to the backup Disk Process (DP).
Dynabus
It is interesting to note the granularity of the pieces in the
. | | | approach to fault tolerance. Ea@IRTE operation is idempotent
Processor| | processor Processor and, circa 1984, was actively checkpointed to the backup4pP
Dynabus The granularity of the failure is a single process or proceSdue.
granul arity of -atl ge riiit d endfRINES e mt s9 U
CPU to the DP which gets checkpointed. Failures of a primary DP do
vee not necessarily cause a failure of the transaction.
Memory
10

Controller

Controller

Figure 2) The Tandem NonStop hardware architecture.
2 to 16 processors (with memory and 10-port) are
connected via a dual ported message bus called the
Dynabus. 10-controllers connect to two processors
each. Mirrored disks are connected to redundant 10-
controllers. This tolerates any single point of failure.

. L . Figure 4) Tandem’s system (circa 1984) showing an
To perform transactional application work, an app runs in one of

the processes and uses messages to do READS and WRITES loappllcatlon process, the.D'S,k Process (DP) prlma.ry and
the Disk Processes which manage the data and generate log S€condary, and the Audit Disk Process (ADP) which
records for the transactional log. Wogkdctively checkpointéd writes the log to disk. The checkpoint between the
for eachWRITE to ensure the backup is able to continue in the | primary and backup DPs captures the WRITE in a
event of a failure of the primary disk processor. At transaction | fashion only loosely correlated to the transaction log.
commit, all dirtied DPs are asked to flush their log to a centralized
ADP (Audit Disk Process). 3.2 Example 2: Tandem NonStop circa 1986
In 1985, a new software releaskthe Tandem NonStop Guardian
operating system included a new Disk Process called DP2. This
release offered a number of changes including a dramatic
optimization in the strategy for fault tolerance [7].

DP2, a completely redesigned disk process, had alewhew

) approach to checkpointing. The transaction log, describing the
A checkpoint is a technique used to manage state in a Procesghanges to the state on disk, was also used to describe the changes
Pair as described in [12]. Two identical processen on that should be known to the backup disk process. In other words,
different processors, one the primary and one the backup. Acheckpointing and transaction logging were combifrgo one
checkpoint is a message from the primary to the backup mechanism. The log would first go to the backup, then to the
describing needed state to ensure fault tolerant service. ADP which would write it on disk.




A design goal was to allow the changes for a transactional

WRITE to lollygag within the transactional log in memory of the WRITE| IWRITE| [WRITE WRITE WRITE| [v
primary DP2 Disk Process.The WRITE to the primary DP2 #1 # #3 4N #1
could be answered back to the application. Of course, this left \! jl\

open the challenge of correctness if a failure wipes out the Y C——
primary DP2 with buffered changes done by uncommitted Transaction T1 Check .
WRITEs. How can this be correct? Point action
The key to fie new approach to correctness in this example was to| Time T2>

ensure that any iflight transactions that used a failed primary DP
would have thelr transactions gborted. Sln(_:e all committed Figure 6) Tandem, circa 1986, each WRITE to the DP
transactions will have pushed their changes to disk, any loss of the . o . .
> . ; A ; is buffered locally within the primary DP. Itis NOT
memay state when a primary DP fails will only impact an in
flight transaction. Since the system automatically aborts any guarar'\teed to be sentto the backyp and the loss of
relevant inflight transactions when the primary DP fails, | the primary resultsin the transaction’s abort. The log
correctness is preserved. for the transaction is guaranteed to be checkpointed
as a part of transaction commit. The WRITE is no
longer the indempotent sub-algorithm, the
transaction is now the idempotent sub-algorithm.

The new sheme offered a huge performance improvement. A
WRITE to DP2 could be performed without checkpointing to the
backup. This was a dramatic savings in CPU cost and an even
more dramatic savings in latency since the application did not
need to wait for theleckpoint to see the response to\fiRITE.

The buffer containing the log entries shifted to being pushed to
the backup (and, indeed, to the ADP) on a periodic basis. This is
much like group commit [11]. It is easy to understand the
efficiency when youthink of the difference between a car per
driver racing across town versus a city bus sweeping up all the
passengers every five minutes or $& described in [11], waiting

to participate in shared buffer writes can, under the right
circumstances, resuih a reduction of latency since the overall
system work is reduced. This reduction in work may reduce
system utilization and may more than compensate for the delay.

Looking back at our abstraction for fault tolerance, we see that the
idempotent sufalgorthm has grown from a WRITE to a
transaction. The granule of failure is still a processor and the
application and user barely perceive the change in algorithm.

3.3 An AcceptableErosion of Behavior

Tandembés system in 109 8pérfomméntceer ed s
than its predecessor in 1984. Still, there were failures of
processors that would yield different behavior than the previous

Figure 5) Tandem’s system (circa 1986) showing an
application process, the Disk Process (DP) primary and
secondary, and the Audit Disk Process (ADP) which
writes the log to disk. DP checkpoints are the same as

log contents. They flow from the primary DP to its release. When a processor failed in the middle of a transaction,
backup, to the ADP (primary and backup) and then to the earlier release would continue forward. Cirt@86, a
disk. Note that the App gets an acknowledgement (2) processor failure may result in the loss of the ongoing transaction.
before all this stuff is sent everywhere it needs to go While this was technically a change in behavior, there were
(even the checkpoint to the backup DP is asynchronous reasons why this was acceptable. All along, the system rules for

transactions allowed the transaction to be abortethowt

(apparent) cause. Deadlocks, operator decisions, timeouts, and

This scheme meant that a processor failure woesdlt in more other reasons could cause transactions to fail. Because of this, the
transactions aborting. This was a very rare event and waschange was an acceptable erosion of behavior.

completely within the system rules which allowed transactions t0 The 1984 version of the Tandem system implemented

abort without cause.  Arguably, this change was almost gynchronous WRITESot the backup.  The WRITE from the
transparent to application developers and to users. userds application was not ackn
Circa 1984, the WRITES were asynchronous butttaesaction

commit was guaranteed to be synchronously checkpointed across

the failure boundaries.

to the response to the App’s WRITE request).




4. The CreepingArrival of Asynchrony example, the delay is considered impractical and the transfer of

In this section, we see tHst example of acknowledging the t he state is asynchronous. This

incoming request BEFORE ensuring the work is sent to the tolerance provided for data center failures.
backup. This is asynchronous checkpointing to the backup. 5. Loosening the Abstraction

We start with a versghippmgipiwvbed®KBuSsi omapberdilogreds a broader

the transaction log is sent to a backup system sometime after therhe old modelssumedhe work would be processed in exactly
user request is acknowledged.This is a fundamental change

which deeply impacts the guarantees made to the user.
After introducing logshipping, we discuss the takeover semantics running at the primary. This single history allows for a-lewel

one order of execution. Ther e
recordo form of isol atisesystgmr ovi de

a

W

of this approach. Following this, we look at how this asynchrony READ and WRITEsemanticthatl e pends on fdAr.epl ayi

means we have to revisit our abstraction for fault tolerance. In this new world, history cannot be exactly replayed and we must

4.1 Example 3: Log Shipping count on the ability to reorder the work. This meahat we
This example is well known to most readers. A classic databasec@nnot completely know the accurate state of the system. It also

system has a process that reads theatud) ships it to a backup means we must move the correctness and reordering semantics up

datacenter. The normal implementation of this mechanism ffom being based on system properties (i.e. READ and WRITE)
commits transactions at the primary system (acknowledging the© @pplication based business operations.

userds commit request) and asSecdtonldexaines amumber ofsdifférghtsaspdcts & asynchmnous
backup database replays the log, constantlyiqdagatchup. checkpointing and how it impacts application design. Wwié
Typically, applications and users are oblivious to-4bipping. first discuss the impact of gsynphrony on our ability to know .thg
Unless a fault occurs, the application and the user are fat, dumb@ctual true state of the application. Then, we look at probabilistic

and happy. When a fault DOES occur, some recent transaction@Usines rules and how asynchronous checkpointing means we
are lost as the backup takeger and provideservice. cannot have definitive enforcement of business ruM& discuss

] ) ] ] ) the impact of commutativity on the business rulddext, we
This meansthat the abstraction described above in section 2 consider partitioning of the work and idempotent operations

works here except the state is not immediately captured by theacross the pattoned state. After this, we examine the possibility
backup_._ Fault tolerance is NOT transparent. It is OK (with low ¢ having a choice of sometimes performing synchronous
probability) to completely discard recent work. checkpointing of state if the risk for the specific operation is too
To allow adatacenter failure to be transparent, the log shipping great. ~ Next, we consider how the system may handle
algorithm would need to stall the response to the commit requestunanticipated problems anghen human intervention may be

at the primary until the primary knows the backup has received required. After that, there is a discussion of hasynchronous

the log. This delay is unacceptable in most installations and theyenforcement of business rules sometimes results in apologies.
dealwith the low probability chance of losing recent work. The Finally, we summarizehe abstraction by observirthat either
change from a synchronous transfer of state to an asynchronouyou have synchronous checkpoitiés your backup or you must

The

transfer is an interesting erosion of the basic abstraction and iss o met i mes apol ogize for your beha

is too high just as it was when tried to stretch 2PC beyond
resource managers in the same room.

another example of where the %.ﬁ.sAsyﬁC%fon)ﬁﬁrfﬂn[ﬁé'Isrlt,ltﬁnCy at a distan
L

etds consider those orphaned
of the failed system in the leghipping example. They are most

Log-shipping Our first example where giving a little bit in  certainly out of the picture whilthe dethroned system (or data

consistency yields a lot of resilience and scale! center) is unavailable. When it does return, the goal of any+ecov
. . ery policy would be to examine the work in the tail of the log and
4.2 Log Sh|pp|ng and Takeover Semantics determine what the heck to do! The backup system has continued

Log shippingis asynchronous to the response to the client. This gnd there may be challengesen resurrecting the languishing
inherently opens up a window in which the work is acknowledged work. The only way this work can be kept is to ensure that the
to the client but it has not yet been shipped to the backup. Agutof-order retrying of the work does not break things. In some
failure of the primary during this window will lock the work  cases, the pending work is simply discarded due to lack of
inside the primary for an unknown period of time. The backup designed mechanisms to reclaith iThis is part of the implicit
will move ahead without knowledge of the locked up work. consistency model for leghipping without recovery of lost work.

In most deployments of leghipping, this is not considered in the | the logshipping example, we see rare cases of work reordering
application design. It is assumed that this window is rare and thatas it is temporarily lost and then resurrected. In the more general
it is unnecessy to plan for it. Bad stuff just happens if you get case, we see indepemdework performed at disconnected (or

unlucky. Unfortunately, in most of these systems, a takeover sjowly connected) sites which may get reordered as it becomes
either requires manual cleanup of the work not transferred from yisjple to other systems partnering in the work.

the primary to the backup or the work is simply lost.

4.3 ReV|S|t|ng the Abstradion 1) The chacr;ﬁg from sync[hronous checkpoigtiﬂgc}o ho

So, webdbve seen a basic model forasyrﬁcﬁr uEtoéa\S’elaFeﬁc?Qn‘ae
applied in a few different systems. In the first two examples, the . e
pp Y P ..2) The loss of a notion of an authoritative truth.

fallible component was a processor running in the same box as i#s
partner. The close proximity of the component®vedd for Back when we had a centralized machine with synchronous
practical use of synchronous state copying. In the log shippingcheckpointing, we knewheone and only one answer at any given

The deeper observation is that two things are coupled:

w it

tre



point in time. Allowing for work being locked up inna This approach is similar to escrow locking as described in [9]. In
unavailable backup (n®e pr i ma resciow imekiagn ommueative operétions kre allewed dsdong asu t h
they do not violate the constraints of the system. Escrokirig

5.2 Probabilistic Business Ru_le_s ) was envisaged as a pessimistic locking scheme which crisply
When we have asynchronous checkpointing, we have windows ofyreserved —serializable  behavior. Escrow locking  was

failure that mean work may be lost or delayed. When a primaryj mp| e mented in Tandemds NonStop

fails, there may be work stuck insitiee primary that has not yet  gypport higkthroughput addition and subtraction.
been sent to the backup. That work is either lost or delayed.

WRITES to a database are not commutative!

If a primary uses asynchronous checkpointing and apgalies - . —
business rule on the incoming work, it is necessarily g The layering of an arbitrary application atop a storage

probabilistic rule. The primary, despite ligst intentions cannot | subsystem inhibits reordering. ~ Only when commutative
know it will be alive to enforce the business rules. operations are used can we achieve the desired loose

. . oupling.  Application operations can be commutative.
When the backup system that participates in the enforcement |0 RITE is not commutative. Storage (ie. READ and

thesebusiness ruless asynchronously tied to the primary, the . . . .
enforcement of thesalesinevitably becomes probdisitic! WRITE) s an annoying abstracfioné
It is the cost/benefit analysis that values lower latency from 5.4 ldempotence and Partitioned Workflow

asynchronous checkpointing higher than the risk of slippage in thelt is essential to ensure that the work of a single operation is
business rule that generalizes the fault tolerant algorithm. idempotent. This is an important design consideration in the

— creation of an application thataw handle asynchrony as it
Distribution + Asynchrony A Probabilities of Enforcement |

tolerates faults and as it allows loasgupling for latency, scale,
We are seeing the emergence of applications which take this everand offline.

farther by increasing disconnection to achieve the economic gach operation must occance(i.e. have the business impact of a
beneﬁts of IOOS‘@OUpled parallelism and Ofﬂine. They are IOWer Sing|e execution) even as |t is processed (Or s|mp|y |Ogged) at
latency, more parallel, and more available. They just screw upmultiple repli@s. One room reservations must (with high
more often and sort the mess Qbabiltyprestif in exaclyOolEe rbomMet aside fob hd duést. 9 0 0

53 Commutativity and Business Rules One book ordered online should not (very often) result in two
In many applications, it is possible to express the business rules OPOOkS delivered to the customer.

the apfication and allow different operations to be reordered in To ensure this, applications typically assign a uaiqqumber or
their execution. Whethe operations occur on separate systems ID to the work. This is assignédt the ingress to the system (i.e.
and wind their way to each other, it is essential to preserve thesevhichever replica first handles the work). As the work request
business ruke rattles around the network, it is easy for a replica to detect that it

Examplebusiness rulema 'y b e: AiDondt over bh%sglkeadyf sﬁeen th%t Pprerstlﬁnaa%de, rl]JOtydO the work twice.
more than 15%0 or #ADondét over dpmrelimes mewmieghverks Kimuiates aiheroverk. nForgexample,

processing a purchase order may result in scheduling a shipment.
Two replicas may get overly enthusiastic about the incoming
Escrow locking is a scheme to increase concurrency while purchase order and each schedule anship. By uniquely
preserving classic transactional ACID behavior. identifying the purchase order at its ingress to the system, the
If you assume a set of commutative operations (such as irrational exuberance on the part of the replicas can be identified

addition and subtraction), you ensure changes are logged as the kno_wledg_e sloshes through the net_work. We Wi!l see helow
via fAoperation | oggi rdgesnotcap@ee r ah ithﬁb_rP'S_Csté'%‘ea iotr}_gventual congiglg how  this  can

the before and after images of the value but rather logs (prababilistically) be"rectied.

AiTransaction T1 subtracted $100. I f transaction T1l needs to
be aborted, the system would add $10 rather than restore
the value that existed in the field before T1. In this fashion,
the work of multiple transactions can interleave as long as
they are doing the commutative operations. If any
transaction dares to READ the value, that does not
commute, is annoying, and stops other concurrent work.

Escrow Locking in Serializable Databases

% The experienced reader will realize that this leaves the concern
for idempotence in the incoming message from the client as
captured at the point of ingress. Retries could cause two or

Escrow locking can be implemented in conjunction with more different replicas to charge ahead to help the user. If the
constraints enforcing business rules. Consider addition and work has no side effects (such as simply reading something), it
subtraction operations with a worst-case minimum and is OK to dothe work multiple times. If the work has side
maximum for the value. The system simply needs to track effects, coordination around a cookie or dseris usually

the worst case for all the transactions pending commitment. performed to eliminate duplicates.

A new operation will be delayed if it MIGHT cause the value

to fall out of bounds with the pending work. To avoid duplicate processing, the uniquifier for the request

should be functionally dependent only on the exjuas seen by

Escrow locking offers crisp semantics because it is the server system. This is possible if the unique id is generated
functioning on a centralized location and can enforce the outside the server (e.g. a check number as discussed in Section
worst case outcome of the business rules. 6.2) and it is ado possible if the server calculates it in a

predictable way as discussed in Secfdl).



The unique identifier of the

important roles:

1) The uniquifier provides the key for partitioning the work in a
scalable system.

2) The uniquifier allows the system teecognize multiple
executions of the same request. In this fashion, they can be
collapsed and the work becomes idempotent.

55What 6s Your Stomach
In all these cases, we started with the assumption that the cost to
know the truth is prohibitive fothe application in question.
Hence, we are designing the system and, especially, the
application running on the system poobably deliver excellent
service and, occasionally, to violate tbesiness ruleof the
application

Note that that it is possilto have multiplédusiness rulesvith
different guaantees. = Some operations can choose classic
consistency over avaibility (i.e. they will slow down, eat the
latency, and make darn sure before promising). Other operations
can be more cavalier. Soregamples:

1 Locally clear a check if the face value is less than $10,000.
If it exceeds $10,000, double check with all the replicas to
make sure it clears.

fSchedule the shipment of a
local opinion of the inventory. In const the one and only
one Gutenberg bible requires strict coordination!

The major point is that availability (and its cousins offline
and latency-reduction) may be traded off with classic
notions of consistency. This tradeoff may frequently be
applied across many different aspects at many levels of

granularity within a single application. 1

2)
5.6 Fussing and Whining (but Not Too Often)

So, what the heck does the application DO when its businessrule§ h e s e

are violated? The application will usually be managing tiobgp

800 aorisidet thelseethred aspectgf u i f i er 0)
1 Memories: Your local replica haseen what it has seen and

1 Apologies

A H3PPIQUigs bevand ifs designedicasesy
In a loosely coupled world choosing someedeof availability
over consistency, it is best to think of all computing as memories,
guesses, and apologies.

5.8 Synchronous Checkpoints OR Apologies!

So, section 5 is pointing out that there are design options:

precise truth because work can be trapped in a partner.

has t wo

(hopefully) remembers it. The cost of spreading that
knowledge includes bandwidth, computation, and latency (in
the case where you are waiting for the backup to
acknowledge your memory of an operation).

1 GuessesAny time an application takes an action based upon

This occurs in-log

f Olcifal infermagion, ibmay be wrong.
shipping systems where the action is logged locally and has

only a very high probability of getting to the backup system
before a crash and takeer. That makes it good guesbut

it doesndt make it a sure bet.
degradation of the absolute truth, any action is, at best, a
guess. It is simply a matter of business choice as to the
quality of the guess.

When a mistake is made (either due to
replication anomalies or because the FAA grounds your jets
and you cannot honor your flight reservations), you
apologize. Every business includgmlogies As mentioned
above, these may be manual with the software eriog¢ie
problem for human work. Alternatively, application code
may issue some apologies for which it bpecially designed
apology code while asking for human helpr fthose

based on a

You can synchronously checkpoint and incu iiency, or
You can asynchronously checkpoint, save the latency, and
experience modified application semantics.

ed mean t

They

modi fi semanti cs

bilities so that this is unlikely (since there is frequently a businessmean you may haveotunderstand that the business rules are

cost associated with screwing up). Still, this will happen!
The best model for coping with violations of thesiness rulés:

enforced probabilistically and may experience reordering. Still,
you have the option of sometimes applying business critegign (

i ) the check being for more than $10,000) which cause synchronous
1. Send the problem to a human (via email or someteise), checkpointing.  Also, it is completely viable to allow human

21 f thatds too expensive, WripteRentoRilfhe RIGtibnof sdrie pPoBIgh if fhé chanfe®f t Wa

to reduce the probability that a human needs to be involved. this occurring is low enough for this to be cost effective.
While this may sound too simplistic, it is what applications
typically do when dealing with these complex issues. It also
points out that, in the absence of generalizations of the busines. Zen and the Art of Eventual Consistency
rules, the patterns used by the business operations forThis section looks in more depth at eventual consistency and how
commutativity, and the business complications of |ooselycoupled applications are built to support this. We start
overzealousness, it is not possible to speak to the businessith a couple of examples Amazonds Dynamo

consequences or act®to compensate when your luck is bad. Shopping Cart application on top of it and a classic bank check
5.7 Memories. Guesses. and Apologies clearing application. We then talk about applications
Ar.guably all corr’1puting really; falls into three categories: injplem.enting e\(er_ltual consistency _and contrast this with the
memorie,s guesses, and apologies[16, 19]. The idea is thaglf_ﬁcultle,? cl)f building eventléa! consistey in a stﬁrage Igyer. _
' A ’ : i na Yy, we i scuss thecenmpocbal
\e(\(/)eurylizgvg :/\S/h(j;:nyeo:}ockilclj)\//vw\:\tlﬂei s::zectti(())fntle ngtz) ?Imkendowlg;jngcee approach to eventual consistency in which the operations desired

) ) by the user of the application are recorded and become the
)c/)cr)]lljy hgiv:ssgsly W#::ito%fr tlt]r?omgégidgse'ayggghi(;gggessar;o[]ealnyoundation for the implementation of eventuahsistency.

In sunmary, all of these choices depend on their business value!

sto

may ha@hecapnd fmoment . Reconciling your actions (as a
replica) with the actions of an edilvin of yours may result in ‘“We recommend the classic book AZ
recognition that thereds a mesMaintanane €| ealn. upA HikeTopsempectiva &ao beie n @ In

apologizing for your behavior (or the behavior of a replica). hel pful in computing and in onebd



6.1 Example 4: Shopping Cart and Dynamo check. The check is forwardeto you brothein-l awés bank.

The Dynamo Storage system [18] is used to support the shoppind—ater' when the check bounces, your account is debited $130 (the

cart store as well as other systems within Amazon. Dynamo is goriginal $100 plus $30 bounce fee). Interestingly, the decision to

replicated blob store implemented with a Dynamic Hash Table P& optimistic is based on YOUR good standing with the bank. A
(DHT). Dynamo is intresting in many ways including its less desirable customerkg your prothem-law) vyould ahave a
conscious choice to support availability over consistency. N0ld placed on the money (reserving for a potential botince)

Dynamoalwaysaccepts a PUT to the store even if this may result Debits and credits to bank accounts are commutative. There is an

in an inconsistent GET later on. expressedbusiness rulghat the account balance will not drop
In [18], the interaction from the application to Dynamo is Pelow zero. If you had spethe $1100 before your brothisr-
desribed as a PUT and GET interface. Due to replicaton ! @wo6s check was returned, your a

anomalies, a GET may return old information. Performing a PUT Pusiness rulewhen your brothen-l aw6s check bou
based on the old information results in parallel versions. A later Banking policies make this less likely but not impossible. It is a

GET of this blob may return two sibling (or cousin) versions PUSiness decision on the partie¢ bank to allow this risk.

which the shopping cart application must reconcile. Dynamo, Consider, too, the ledger associated with a bank account. At the
acting as a storage substrateay present two or more old end of the month, a statement is issued. It is not critical that it be
versions in response to a GET. A subsequent PUT must include erfect. Some check floating on midnight of thé' 8.the month

blob that integrates and reconciles all the presented versions. may |l and in this monthds statemen

To do the applidion level integration, the shopping cart The monthly statement starts out with a balance. Debits and
application must record its operations much like a ledger entry. Acredits are applied. Once it is issued, it is permanent and
deletion of an item from the shopping cart is recorded as ani mmut abl e. Errors i n Mad iohds s
operation appended t oTO-CARTOc,aArptr.i | 0 sT hsetsaet emABD but Marchos st a

iC Ht.A NSEMB E IIIQ Ob’ qlndd h-FR(DNDQE/L FE?—?E The bank has two jobs to do with the account. First, it needs to
operations can usually be reconciied wnhen a union ot € ,q .46 if o check should clear based upon the best knowledge of
operations is finally joined together. Very rare anomalies in the A :
h . " table i dhe elar B fied the accountdéds bal ance. S eerond, i
shopping cart aré acceptable sincesne o p predr 5 serilie all the operations (debits and credits) performed on the account.
as a part of order submission. Unavailability of thepgling cart
service isvery expensive for Amazon since it results in a drop in
business and an unsatisfying user experience.

Dynamo is a storage substrate independent of the shopping cart
application layered on top of it. Dynamo returns a blob (and
someimes two or more blobs) to a GET. When more than one is
returned, the shopping cart application has to reconcile the
confusion AND fold in thenew operation it was planning for the
cart. The shopping cart application can do this by understanding
the conents of the cart as a set of operations. Uniquely
referenced operations dhe items can be unioned together into a
list with a predictable outcomeThisis key to the commutativity

of operations on the shopping cart. This, in turn, is used to
provide exceptionally high availability.

6.2 Example 5: Bank Accounts and Ledgers

There isa reason for cheekumbers on checks. The check

numbers (combined with the baitk and accounhumber)

provide a unique identifier. Excepting big mistakes (and/or

fraud), the pyee and amount for a specific check are immutable.

The check enters the banking system with a unique identifier and

the participants in the loosefpupled process share information Imagine a replicated bank system which has two (or more) copies

in what may be considered an ongoing workffow. of my bank account, both of which are clearing checks. There is a
You deposit your brothén-l awés check for $ 58 (bptlprles(?nt)_}p%Sﬁerhty that myltiple checkesented to
account and, since youodve bee fiferent epligag wil

\ use nQuepdraft thay i pog defected jn, |
on the money. Your account os tmsippanceqne %?ﬁen‘? egksach seplig thatgleags aghedk ¢ o

$1100. Your bank account information is associated with the Will remember the check with its check numbehssuming no
replica is permanently destroyed, the informatidout the check

will be added to the bank statement and funding allocated. for

® This mechanism has been used for many years andapes A very untimely outage could result in the check landing in next
computerized systems. It was used by our grandparents for thanont hés st atement rather than thi
same reason that we advocate thse of a uniqui that is
functionally dependent on the incoming request (either by being
part of the request or by being derived from the request). The® It does make sensetbase t he decision on Y
checknumber (along with bank and account number) is a |t és the only information avail a
wonderful uniqued. are more likely to eat the cost than the bank.




